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ABSTRACT

Sensometworksareanemeging classof highly distributed
systemghat generateprocessand storedatathat mustbe
gueriedin an enegy-efcient manner Recentsensoret-
worksresearcHasproducedaclassof datastorageandquery

processingechniquegalledData-CentricStorage (DCS)[29]
thatleveragedgocality-preservinglistributedindexeslike DIM [24]

DIFS [15], andGHT [28] to efciently storesensottuples,

andanswemulti-dimensionatangeandrange-aggrgatequeries.

Thesedistributedindexesoffer arich designspaceof a) log-
ical decomposition®f sensorrelationschemanto indexes,
aswell ashb) physicalmappingsof theseindexesonto sen-
sors.In this paperwe explorethis spaceor enegy-ef cient
dataorganizationglogical andphysicalmappingof tuples
andattributesto sensonodes)anddevisepurely local query
optimizationtechniquesfor processingjuerieghatspansuch
decomposedelations. We proposefour designtechniques:
(a) fully decomposinghe basesensorelationinto distinct
sub-relations(b) spatially partitioning thesesub-relations
acrosgthe sensornet(c) localizedquery planningand opti-
mizationto nd fully decentralizeaptimaljoin orders,and
(d) locally cachingjoin results. Together theseoptimiza-
tions reducethe overall network enegy consumptiorby 4
times or more when comparedagainstthe standardsingle
multi-dimensionalistributedindex approacton a wide va-
riety of syntheticqueryworkloadssimulatedover bothsyn-
theticandreal-world datasetsWe furthervalidatethe feasi-
bility of our approachby implementinga functional proto-
typeof ourdataorganizerandqueryprocessoonmica2[11]
motesandobservingcomparablesasingsin messageost.

1. INTRODUCTION

Wirelesssensometworks arean emeging classof highly
distributed systemswith widespreadapplicability In such
networks,nodesgenerateprocessandstoresensotreadings
within the network. This architecturas necessitatetly the
relatively high enegy costof wirelesscommunication—this
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costmakesit infeasibleto considercentrallycollectingand
processingroluminoussensordata. An importantcompo-
nentof thesenetworks, then, is an enegy-efcient system
thatenablesusersto querythe storeddata.

Existingapproache® organizingdataandprocessingjueries
fall underone of the two broad categgoriesnamely Data-
Centric Routing (DCR) and Data-Centric Storage (DCS).
in DCR, the datageneratedy the sensorss storedat the
nodesthat generatehem,and queriesare ooded through-
out the network. Data from the sensorsin the sensornet
is thenaggreyatedalongthe querytreethatis built during
the query ooding phaseon a perquery basis. This ap-
proach, pioneeredby early systemssuchas TinyDB [26]
and Cougar[5], is efcient for continuous(long-running)
guerieswherethehighenegy costincurredduringthequery
ooding andperquerydataaggreyationphasess amortized
overtime.

Comparedo DCR, DCSis a relatively new classof data
storageandquerymethodologiegroposedn [29]. In DCS,
datageneratedy a sensolis rst storedintelligently at re-
motenodesassoonasit is generatedvith aneye toward ex-
ploiting datalocality duringqueryingbecauseelatedsensor
datagetsstoredtogetheregardlesof wherein thesensornet
thedataoriginates.Consequentlyqueriescanbe directedto
the precisdocationsof the network duringthe querypropa-
gationphaseand,datacanbe aggreyatediocally andmore
ef ciently without propagatingt up a querytreeduringthe
dataaggreyationphase.Thus,theoverall (insertion+query)
costfor DCSis lower for mary ad-hoc(short-lived) work-
loads.

DCS canuseary locality-preservinggeographicallydis-
tributedindex structuresuchasDIM [24], GHT[2§], DIFS[15],
and DIMENSIONS [13]. Our focusin this paperis to im-
prove the overall enegy performanceof vanillaDCS by a)
exploiting the e xibility offered by theseunderlying data
structuregduring the datainsertionphaseandb) optimizing
gueryplansduringqueryexecutionphase Thus,while each
DCS systemcurrently defaultsto usinga x ed data orga-
nization(by this we meanmappingsof tuplesandattributes
to network nodes) we seekto understandhe designspace
of possibledataorganizationsandidentify moreenegy ef-
cient (in termsof total insertion+querycosts)candidates.



Relatedto this effort, we also proposetechniquegor opti-
mizingqueryplanningand executionin DCS.

In this paper we usea distributedindex calledDIM [24],
which senesas our basicstorage,indexing, and querying
layer, and is interestingbecauseof its locality-preserving
property However, we emphasizethat the choice of this
distributedindex is orthogonalto the dataorganizationand
gueryprocessingdeasdescribedn this paperandit is pos-
sibleto useotherindexeslike GHT[28], DIFS[15], andDI-
MENSIONS|[13]. DIM is overviewedin Section3.1, and
canbethoughtof asa searchtreethatis spatially overlaid
on a sensornetwork. In this sensejt resemble<lassical
databasindexes.However, DIM' sarealsointendedo store
the primary copyof thedata.

Tuplesin this schemacan be storedin one DIM. Alterna-
tively, we canfully decomposg¢heminto m DIM' s eachof
which storesa single relation of the form huuid;ai, and
we canthenjoin on uuid on demandto evaluatequeries.
A spectrumof partial decomposition®f the baserelation

alsoconcevable.Clearly, we canexpectthesedifferentdata
organizationgo yield differentperformanceaunderdifferent
workloads. Our measureof performancas the total enegy
costincurredfor a given workload, including datainserts
andqueryretrievals. This is becausesensometworks tend
to be enegy-constrainedand communicationis the single
biggestenegy componenbf a sensornetWe approximate
the enegy costof a singlemessageasa productof the size
of themessagéin bits) andthe numberof hopsthe message
traverses.

We foundthat,in mary casesfully decomposinghebase
relation performsbetterthan zeroor ary partial decompo-
sition, evenif the decompositioris carriedout with aneye
toward a given queryworkload (we identify importantpre-
conditionsand exceptionsto this broad statementn Sec-
tion 5.4). We thenstudythreerelatedmechanismshatcan
improve the ef ciency of queryprocessingvhena basere-
lationis fully decomposeéto multiple DIM's:

Spatially Partitioning Sub-Relations Eachfully decomposed

sub-relationis storedin a DIM, andall DIM' s areas-
signedspatially disjoint sectionsof the sensor eld.
Notethatthis partitioningpreserestheload-balancing
natureof DIM' s—aswe shallseein Sectiord. 1, it only
determineswhich attributesare mappedto eachnode
anddoesnot alter the numberof tuplesstoredat each
node.In otherwords,this device preseresstaticload-
balancing.Assumingqueriesarealsobalancedacross
all attributes(i.e., they placeequalstatisticalload on
all attributesy, sucha spatialpartitioningalsoguaran-
teesdynamicload-balancing.We strive to respecthe
load-balancingconstraintbecauset is a simple way
to restricthotspotsand maximizeworst-casenetwork

lin Section5.7, we explore simulationscenarioswherethis as-
sumptionis relaxed.

lifetime.

Ef cient Query Planning via DecentralizedJoin-Ordering
Weimportthefamiliarnotionof equijoins(Section3.2)
into sensornetfor rangeand range-aggrgate query
processingwithin our system. Our systemprocesses
theSQL queryatthequeryissuerandconstructanef-
cient queryplanthatincludesan optimal join order
usingonly locally availableinformationin theform of
a histogram.We shaw thatit is importantto choosea
goodjoin orderduringqueryoptimizationanddemon-
stratehow to do so (Section4.2) using only summa-
rized global information in the form of a low over-
headcoarse-grainedulti-dimensionahistogramthat

network. Thehistogranis lazily constructe@ndprop-
agated priori to eachnodein the network.

Ef cient Query Executionvia Optimistic Join-Caching We
adwancea simple androbust mechanisnto cachethe
resultsof partial joins acrosssub-relationdocally at
eachsensomode(Section4.3). This cachingstratey
enhancesgjueryperformanceéy eliminatingredundant
tuple movementduring queryexecution.

We shav usingextensie simulationsthatfor a variety of
datadistributions (both syntheticand real-world) and syn-
theticqueryworkloadstheseschemesogetherprovidemore
thanafour-fold reductionin enegy expenditureover storing
thebaserelationin oneDIM evenfor a smallnumber(4) of
sensorattributes; we argue analytically in Section4.1 that
we canexpectthis factor of improvementto improve with
increasinghumberof sensomttributes.

The restof the paperis structuredasfollows. After are-
view of relatedwork (Section2), we outline thefunctional-
ity providedby DIM andanalyze usinga simplemodel,the
performanceof variousdataorganizationgSection3). In
Section4, we discussin detail the four primary techniques
that we employ for minimizing the total enegy consump-
tion, andevaluatetheimpactof their contribution usingsim-
ulationsover both real-world and syntheticdatasetsn Sec-
tion 5. We describethe detailedimplementatiorof our sys-
tem in Section6. We concludein Section7 with a brief
discussiorof futuredirections.

2. RELATED WORK

The problemsof distributed query processingn general
andjoin optimizationin particularhave beenstudiedin the
context of bothsensonetworksanddistributed/federated/Internet/peer
to-peerdatabasesOneline of researclf 7, 2, 8] hasstudied
non-blockingjoins on datastreams Another[3, 30, 18] has
focusedon dynamicadaptatiorof queryplansin federations
of databasesOur work follows a differentline of research,
onethatis closerin spirit to the corventionalquerying of
stored,distributed relations. However, the key twist in our
approachis the cost metric—thecost of join-orderingde-



pendsnot just on how muchdatais movedbut alsothe net-
work distancethat the datais moved. This presentsan en-
tirely new dimensionto join-orderingand query optimiza-
tion that,to our knowledge hasnot beenstudiedbefore.

In databasegysing selectvity estimationfor query opti-
mizationhasbeendescribedn [27]. The useof histograms
for queryprocessindasbeendescribedn [20, 6, 19, 9].

The maindistinctionof our work from semi-joinsfL(] in
distributeddatabaseis thatwe have a differentcostmodel,
more nodes,and a differentarchitecture. Query optimiza-
tion in distributed databases generalis discussedn sev-
eral placessuchas|[4, 1, 23]. However, the primary goal
thereis to optimizefor queryresponséime thanfor enegy
consumption.

3. BACKGROUND AND MOTIVATION

In this Sectionwe describehemechanic®f insertionand
gueryingin DIM, andmotivatethe performancedwantages
of decomposindpaserelationsusingqualitative arguments.

3.1 DIM Overview

Sensornetworks are typically taslked to individually or
collaboratvely sensean ervironmentand producehigher
level eventsor featuresafterlocal signalprocessingnd I-
tering. Examplesf sucheventsmightbelocalmicro-climate
temperaturgradientsor bird sightings.It is theseeventsthat
we areprimarily interestedn queryingin anenegy-ef cient
manner Thesequeriescanbe issuedfrom anywherewithin
thenetwork (sometimedy otherdistantsensomodeshem-
seles),andaredeclaratve in nature.

An eventcanbethoughtof asatuple consistingof asmall
(typically 4-6) numberof attributes. Eachattribute corre-
spondgo a sensottype andcanbetreatedasa columnin a
singlerelationtable consistingof all possiblesensortypes.
For example atypicalhabitat-monitoringensornemaygen-
eratetuples consistingof 4 attributes: < |;t;x;y > corre-
spondingto light and temperaturgeadings,and the (x;y)
co-ordinatef the sensorthat sensedhis reading. These
eventsaregenerateceitherperiodically or dueto someex-
ternalstimulusor condition,or evenperhapsn responseo
otherevents.Theeventsarethencastinto atupleandtimes-
tamped. Eachtuple is assigned universally-uniqueden-
tier (uuid). The uuid canbe constructecasa simple con-
catenationof node numberand a locally unique sequence
number(which could bethetimestampgtself).

The relationalschemafor a generalsensometwork can

wherek is the numberof sensormattributes. Throughoutthe
restof this paper we call this single logical table sensos.
Wheneer a sensorgenerates tuple, it insertsit (or some
decomposedgersionof it) into oneor moreDIM indexes,as
describedater.

A DIM index is bestdescribedy visualizinga collection
of sensonodedistributedon atwo-dimensionasurface.Iln
DIM, this geographiaegion occupiedby the sensomodes

is spatially partitionedsuchthat eachnode“owns” the part
of the region aroundit (we call thesespatialsub-dvisions
“zones”). This spatialpartitioningcanbe logically thought
of asrecursve equal-sizedsubdvisionsof the 2-D spaceal-

ternatelyalongthe x andy axes. Eachspatialregion result-
ing from aseriesof subdvisionscanbeassigneduniquebit

code;for examplein Figurel, thezoneassignecdcodel001
indicatesthatthe zoneis on theright side of the rst subdi-
vision (alongthex-axis)asindicatedby the 1 in the rst bit,

alongthebottomhalf of the secondsubdvision (alongthey-

axis)asindicatedby the 0 in the secondit, andsoon. This
spatialpartitioningcanbe accomplishedby a distributedal-

gorithmthatis describedn [24].

Then, hyperrectanglesn the attribute spaceare mapped
to zones. Given a tuple, nodescan computewhich zone
thetuple belongsto entirely locally—theonly globalinfor-
mationthey needis an approximateboundaryof the sen-
sor eld. They do this by essentiallysubdviding the at-
tribute spacein the sameway thatthe sensoreld is geo-
graphically partitioned(this algorithm generalizego more
than 2 dimensionson the attribute space). Thus eachtu-
ple canbe assigneda codeandwill be storedat the node
whosecode matchesthat of the tuple; for example, tuple
(0:3;0:5;0:8;0:1) would be assignedo node4 becausats

zone-codeQ11,matcheshepre x of thetuple-code€)1100010(etc,

up to desiredresolution). Tuplesarethenroutedto the ap-
propriatezoneusinga geographigoutingalgorithm[21].
Multi-dimensionafrangequeriesonaDIM canbedescribed
by hyperrectangledn theattributespace Giventhesenyper
rectangleshodescan map themto DIM zonesusing the
samemappingalgorithm as was usedfor tuple insertions.
The semanticof aDIM queryarethat, without globaltime
synchronizatior[12], we only provide relaxed consisteng
guaranteesimilarto thosein PIER[18—the sensornepro-
videsabest-efort serviceto executeaqueryandreturnthose
tuplesthat correspondo alocal snapshotle ned whenthe
guery hits the nodes,and not at the time the querywasis-
sued. When nodescan be time-synchronizedye can de-
ne stricter semanticsbecauseboth queriesand dataare
timestamped.Finally, the semanticsare besteffort in an-
other sensethat nodefailuresmay make someof the data
unavailable.In suchcaseswe returnasmuchdataaspossi-
ble, but we can ag this conditionreliably usingend-to-end
reliability ontop of DIM' s, asexplainedin Section6.

3.2 Motivating Alter native Data Organizations

We arenow readyto considerthe subjectof thepaper;the
tradeofs involvedin storingarelationin a singleDIM ver-
susdecomposingt acrosamultiple DIM' s. A crucialaspect
of this tradeof is our costmetric the enegy costof trans-
porting a messagdérom onenodeto anotheris proportional
to the productof the messageize andthe numberof hops
traversed(in sensomodes,eachtransmissiorcostssigni -
cantenengy).

In DIM, the costof a queryresponsés in uenced by the
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Figure 1: Example DIM Organization

nodedistribution (which de nes the zonestructure)and by

how mary zonesneedto be consultedaspart of the query
(i.e. which nodescontaindatafor partsof the queryhyper

rectangle) For example,in Figurel, if theDIM is organized
asa 2-D index structureover 2 attributes(l;t), to answera
queryQ1 of theform:

select avg(t)
from sensors
where 0.25<=t<0.5

the nodeswith zonepre xesf00010011;,1001 1011g (in
this example,thesewould be nodes1, 2, 6, and 8) would
haveto beconsulteecausehe rst attribute,l, cantake on
eitherO or 1.

Considemnow analternatve organizatiorin whichwe con-
structtwo separat®IM' s,oneeachfor | andt (wecall these
1-DIM's). The 1-DIM's arefully-decomposedablesof the
form (uuid; &) whereg; is the valueof thei'th sensortype
in thetuple. The 1-DIM itself is constructedbn the sensor
attribute a;, andthe uuid's areusedfor joining a; with other
sensorattributesduring query execution. In this organiza-
tion, we needto only consultthe two nodes3 and4 corre-
spondingto zonepre xesf010,011g to answerquery Q1.
Also, moreimportantly thesetwo zonesareclosertogether
in termsof geometricdistanceby a factorof 2 comparedo
thefour zoneghatwould needto be searchedvith 2-DIM.

Ontheotherhand,for aqueryQ2 of theform:
select avg(l)
from sensors
where 0.25<=I<0.75 and 0.5<=t<0.75
we would have to consultnodesowning zoneswith pre xes
between0110and1100in caseof a 2-DIM (assumingt is
constructean (I;t)). Thesenodeswvouldbe4,5,6,7,8,and
9. With 1-DIM's, the pre xeswould be 0100to 1011for I,
and1000to 1011for t (thus,the nodeswould be 3, 4, 5, 6,
7, 8), comparablen numberanddistribution to the 2-DIM
case.Thus,we seethatthesizeof the queryhyperrectangle
canhave a critical in uence on how ef ciently a querygets
executed.

Notethatto answergueriesof type Q1 usinga 2-DIM, we
neededo scanall zonedor whichthesecondattributeof the

DIM, t, canbetreatedasa wildcard (this is true assoonas
atleastoneattribute in a multi-dimensionalqueryis absent
from the rangepart). On the otherhand,if we wereto use
two separatel-DIM's, one eachfor | andt, we would not
have this inef ciency, asnotedabove. In generalwe typi-
cally endup having to visit fewerandmorecloselyseparated
nodeswith fully-decomposedIM's. However, in orderto
answergueriesof the form Q2, using1-DIM's, we needto
(a) selectbothattributes(uuid; 1) thatmake up thetabledata
for the1-DIM ont, (b) transporthemto the nodescontain-
ing thezone0:25< | < 0:75, (c) locally matchthe | tuples
with t tuplesonuuid'sand Iter outthosel'sthatdon't have
a matchingt within the queryrange,and(d) nally aggre-
gatethe remainingvaluesof | andreturnthe resultto the
gueryissuer Thus,we seethatthis form of queryexecution
on partially- or fully-decomposedelationsis generalizable
to alargernumberof sensorttributesandnaturallyleadsto
thefamiliar databas@otion of joinsin sensometworks.

3.3 The Focusof the Paper

Thispaperfocusenef ciently supportingnulti-dimensional

rangeandrange-aggrgatequeriesusingDIM' s. Beforewe

describethe questionsthat the previous sectionmotivates,
we describesomeimportantassumptions We assumehat
gueriescan be issuedfrom ary nodein the network and
datacan be insertedfrom ary nodein the network at ary

time. We wish to accommodata wide variety of aggrea-
tion operatorsbecauseave allow for aggrejationto be per

formed both locally at a node after collecting relevant tu-

ples, and as a form of in-network processing. Thus, we

aim to supporta e xible, wide-rangingsetof range,aggre-
gationandorderstatisticsoperatorglike mediansp5|, etc.,
thatarenotfully amenabléo arny form of hierarchicabggre-
gation)without sacri cing ef ciency whencomputingsim-

pleraggreyatedik e sumsandaveragesin all casespur sys-
temsupportsSQL-like relationalqueriesinvolving standard
clausedik e “select”, “where”, “group by”, etc.

The previous subsectiorpointedout that decompositions
of the baserelationinto multiple DIMs can have different
query performancecharacteristics.The importanttradeof
hereis that when sub-relationsare storedin DIMs, scans
aremore ef ciently supportecthanwhenthe baserelation
is storedin oneDIM. Onthe ip side,however, to answer
queriesin general,the sub-relationsneedto be joined on
uuid's. Joinsentailadditionalcostsin theform of datamove-
ment betweenthe variousDIM's. Clearly, then, the per
formanceof decompositiorwill dependon the querywork-
loads.

This discussiommotivatesseveral questionswhich form
thebasisof therestof the paper:

Whatarethe performancedvantage®f differentdata
organizationsDo partialdecompositionperformbet-
terthanfull decompositions?

Givena decomposetbaserelation,how might a node
decideon anef cient join-ordering?
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Figure 2: Example spatially-partitioned  fully-
decomposed®IM' s

Giventhat queryhyperrectanglesnight overlap,is it
bene cial to cachethe resultsof joins to reducedata
movementcostsAf so,whatmechanismmight we use
to dothis?

We addresshesequestionsn thenext section.

4. DATA ORGANIZA TION FOR EFFICIENT
QUERYING

In the previous section,we discussedhe possibility that
decomposin@baserelationandstoringit in multiple DIM' s
canpotentiallyimprove queryperformanceln this section,
we rst discussissuesrelatedto this decompositionthen
describeanentirelydecentralizeénddistributedmethodfor
join-ordering,and nally discussissuesrelatedto caching
join results.

4.1 Full Decompositionand Spatial Partition-
ing

We offeredqualitative agumentsn Section3.2 thata full
decompositiorof a relationof k attributesinto multiple 1-
DIM' scanachieve signi cant enegy ef ciency over storing
the baserelationin a single DIM. A relatedobvious opti-
mizationwe canleverageis spatial partitioning: the DIM's
that store a sub-relationcan be assignedto spatially dis-
joint partitionsof the original sensoreld. For example,in
Figure 2, thel (for light) attribute valuesof a tuple areall
storedin a1-DIM in thelower left (quadran®) cornerof the
sensoreld, all thet (for temperatureyaluesare storedin
thelower right (quadrantl), andthe x andy valuesin quad-
rants2 and3 respectiely. This organizationconstrainghe
distancedatamustmove within eachDIM by clusteringre-
latedattribute valuesmoredenselytherebyfurtherreducing
theoverallcostcomparedo a4-DIM.

To motivatethe utility of this optimization,considerthe
executionof the following simplequeryon this dataorgani-
zation:
select avg(l)
from sensors

Theaveragemessageostfor answeringsuchaqueryin this
dataorganizationcanbe expectedto ben 1=4 wheren is

the total numberof tuplesin the systembecauseahesetu-
pleswould have to move an averageof 1=4 (assuminghe
whole squareto be a unit square)}to get aggregyatedsome-
wherenearthe centroidof the lower left quadrant.Analyt-

ical'b/, tRhe averagedistancean attribute would move would
1=2R1=2.

be 0o X 1ty 1Ay 0 ausehe areaof this quad-
rant=1/4;assu?ninganL 1 horm). With k> 4 attributes,we
cananalyticallyshav thatwe cangetcorrespondingligher
multiBIgof messageeduction althoughthis multiple grows
asO( k).

For anon-partitionedlataorganizatiorwith separatever
lapping DIM' s for individual attributes, intuitively, the av-
erageexecutioncostwould be n  1=2 becausehe tuples
now have to move anaverageof 1=2 to getaggreyatednear
the centerof the unit square.Thus,the non-partitionedcase
moves tuples twice farther than the partitionedone, and,
hence,incurs doublethe enegy costin this scenario. It
alsoquadruplests hotspotconcentratioomparedo parti-
tioned.

In what follows, then, we assumehat whenwe decom-
posea baserelationinto n sub-relationstheseare storedin
spatially-partitionedIM' s.

Oneimportantquestiorthatariseswith respecto our data
organizationschemeis whetherwe canfundamentallyim-
prove our schemeknowing the natureof the queryworkload
beforehand.For example,if we happento know that most
(butnotall) rangeor range-aggrgatequeriesareof theform:

select avg(l,t)
from sensors

where [1<I<I2 and tl<t<t2

a naturalquestionto askis if we canconstructa joint DIM
on(l;t) to optimizethis case.

Asweshallseein Section5.4, thereareinstancesvhenwe
may pro tably leveragealternatedataorganizationswhen
sufcient preconditionsexist. We treatthem asimportant
but specialcasedbecaus®f two mainreasons:

Evenif mostof thequeriesareonthosetwo attributes,
thetuplesandnotthequeriesneedto exhibit ahigh de-
greeof correlationbetweerthe joint attributes. Thus,
it is not sufcient for theranges(l;1,) and(t1;ty) to
be queriedtogether;rather the generateduplesmust
be correlatedwithin the samerange.For example,we
mayknow a-priori thatt tendsto increasewith | but if

thequeryis for highl andlow t, we still endup paying
high queryandaggreyationcosts.

Evenif a high fraction of the querieshapperno be on

(I;t), theremainingqueriegwhich areessentially'se-

lect” on oneattributeand“scan” ontheother)onindi-

vidual | andt's causehigheraggreyationpenaltythan
for 1-DIM's (becauseur costmetric dependon the
distancehedatais moved),therebyoffsettingsomeof

theadvantagesccruedhroughajoint DIM construc-
tion.



Thus,generallyspeakingafull decompositiowill perform
betterthana partialdecompositionevenwith agooddegree
of knowledgeof thequerydistribution. Section5.4identi es
scenariosvherepartialtabledecompositiomutperformgull
decomposition.

A secondnterestingguestionis whetherandhow to opti-
mizethe dataorganizationrandqueryprocessingor queries
following a“hot/cold” modelonattributes.By this,wemean
mostof the queriesinvolve joins or aggreationson a sub-
setof the full setof attributes(the “hot” setof attributes).
We shaw resultsin Section5.3 that we do not needto do
arything specialto optimize for this case: we retain our
dataorganizationand query optimizer unchangedand can
automaticallyleveragethe bene ts on the hot attribute set
throughcaching(discussedn Section4.3). However, if the
guerieshapperto aggregyatealot onahotattribute,thenodes
in the 1-DIM built on the hot attribute are stressedaven
thoughwe minimizeoverallenegy consumptionThus,while
storages load-balancedqueryingwould not be,in termsof
individual enegy consumegernode.

Relatedo the“hot/cold” modelis theconcepfrom OLAP
literaturefL7] of “dimensions”and“measures’dbn attributes.
In mary queryworkloads,someof therangeattributeshap-
pento be “dimensions”like (x;y) thatare never measured
(or aggreated,asin our case),but areonly usedfor query
ranging. Onceagain,this placesheaier load on “measure”
attributes,therebycreatinghotspotswithin the DIM' s con-
taining the “measure”attributes. In fact, in this case,we
candecreas¢hetotal enegy consumptiorwhile worsening
thehotspotintensityby decreasinghe sizeof the“measure”
DIM' s while correspondinglyincreasingthe “dimensions”
DIM' s becauseave have a priori informationaboutDIM's
that would not participatein aggrejation. We revisit such
guestionsn Section5.7.

Finally, we notethattherearea coupleof commonopti-
mizationsthatarepossiblein real-world, but whichwe don't
exploit in this paper

Batchingand Deltas: sincethereis greaterclustering
(roughly 4 times for the same“loading factor”) with
decomposettlationson1-DIM' sthanwith a4-attribute
baserelationon a 4-DIM, we canbatchthe insertsof
several successie tuplesinto one messageand use
simplesemanticcompression/encodirgchemeso re-
ducethemessagsize.

Eliminatingredundantipdateswith a4-DIM, we have
to generatea new tuple eachtime thereis a change
in only one of the sensoreadings. Insertingthis tu-
ple would meaneventhe attributesthataremostly un-
changedlike (x;y), for example)or haven't changed
for sometime (for example,| readingmight be un-
changedevenif t changesyvould haveto beincluded.
With a 1-DIM, we cangeneratea full logical tuple by
creatinga new uuid, andinserting(uuid;t) into thet-
DIM. At querytime, we caninterpolatefor the miss-
ing (uuid; x)'sand(uuid; y)'sbecausguerienaturally

supportranging,andinterpolationis asimplelocal op-
erationof replicatingmissingvalues. Suchoptimiza-
tionscanresultin signi cant insertionenegy savings.

4.2 Optimizing Join Orders

Having establishedhatfully decomposin@ baserelation
is atleastareasonablelataorganizationjt remainsto show
how to efciently determingjoin orders. Clearly, different
join orderscanhave vastly differentcosts,but we make the
following key obsenation: knowing which DIM' s exist in
thesystemandgivenanapproximatgoint datadistribution,
eachnodecanindependentlgomputeanef cient join order
for thequery Thisis possiblefor threereasons:

First, DIM' s are spatially distributedindexes,andthe
mappingbetweena dataitem and the location it is
storedcanbe computedocally. Analogouslythegeo-
graphicalocationof aqueryhyperrectanglés known.

Second,we use a histogramto give us an approxi-
mateindicationof the numberof tuplesgeneratedy
selectingthe appropriaterangefrom eachof the sub-
relations.

Third, knowing the selectvity andthelocationsof the
queryhyperrectanglesesachnodecancomputetheap-
proximatecostof a queryplanby estimatingthe mes-
sagingcostby eitherthe Euclidearor theL 1 distance.

In our design,eachnodein the network containsa query
optimizer Whenthe query optimizeris presentedvith a
rangeor range-aggrgatequery it outputsa queryplancon-
sistingof asequencef selectandjoin operationghatneeds
to beexecutedbeforethe nal aggreyation.In ourcurrentin-
stantiationof the design the optimizerconsidersll possible
join orders(O(k!) (thisis feasibleif thenumberof attributes
k is small;also,we don't consideljoin treesthatarenot sim-
ple chainsbecausehainsare simple androbustto execute
distributively andtendto be good enough)and determines
theleastcostone.

As describedabove, to estimatethe costof a queryplan,
it needsto be able to estimatethe numberof tuplesthat
would be producedby aninitial selectonaDIM (this num-
berwould bein uencedby the“rangeselectvity factor”) as
well asthefractionof theseuplesthatwould besuccessfully
joinedwith anotherattribute aspartof the subsequengteps
in thejoin phaseof the queryexecution(this numberwould
bein uencedby the“join selectvity factors”).

To analyticallyunderstandheimportanceof goodjoin or-
dering,considerFigure 2 onceagain. If our queryis of the
form:
select  avg(l),avg(t)
from sensors
where 0<=I<0.5

The costincurredfor executingthis query by moving t to
| is approximatelyn=2 1=2 for join becauseoughly n=2
tupleswould be selectedby therangequeryO <= | < 0:5,
and moving thesen=2 tuplesincursa costof n=2 1=2 as
canbe intuitively seenand analytically shovn. The query



alsohasto payanaggreyationcostof 2 n=2 1=4because
the 2 attributes(l,t) numberingn=2 needto be moved 1=4
distanceafterreachingthe quadrantl. Thetotal costis n=2.
On the otherhand,if we wereto executethis queryby rst
joining | with t, we would have incurreda join costof n
1=2 andanaggraeyationcostof 2 n=2 1=4for atotalcost
of 3n=4.

It is instructive to considerthis query costwith that of a
4-DIM: thereis only aggreyationcost,andit isn=2 2
1=2 = n=2becaus¢heeachnodein the4-DIM hasto locally
retrieve thel andt attributesof eachtuple andshipthemto
the centroidof the unit square. While this is asexpensve
aswith spatially-partitionedL-DIM's that use optimal join
ordering,we canreadily seethatthejoin componenof the
guerycostin the 1-DIM casecanbe eliminatedif we can
cachethe join results. This would doublethe ef ciency of
the dataorganizationschemeemploying normalizedDIM' s,
andonesuchcachingschemes describedn Section4.3.

Oncethis consistentand high join costcomponentbof a
gueryis eliminated,we canintuitively seewhy it is possi-
ble to get a small multiple (indeed,morethan2 even with
4 attributes) bene t in total enegy savings by using nor-
malized DIM' s comparedto 4-DIM's: the datavaluesre-
turnedby a querycomefrom nodesall over the sensoreld
(dueto full-interleaving of attributesin 4-DIM) andendup
getting aggreyatednearthe centerof the unit squareafter
traveling long distanceswhile anormalizedl-DIM thatcan
minimize join overheadthroughcachingonly hasto pay a
small variablelocalized aggreyation cost (becauseof zero
interleaving, the valuesdesiredby the attribute rangeof a
guerytendto comefrom closeby nodeswhosedispersion
is de ned only by the selectvity of a query). Additionally,
spatialpartitioningaddsa small,on anaverageconstantput
usefulpercentagéo the proceedings A secondaryand,in
somescenariospotentially critical bene t of our approach
is thatit distributesthe aggregationhotspotsover the entire
network in contrastto 4-DIM which tendsto reinforcethe
singlehotspotregion aroundthe network centroidwith each
query

Returningto join order processingour query optimizer
computeghetotal queryenegy costas:

E=jaj D(ana)+j(a;a)j D(azas)+

o _ H(asagag)j D(agag)j+ i+

jda;a 1)) D(ax va) +jd(aia)]  ag
@)

wherea; denoteghequeryrangeon attributea;, ja;j denotes
thenumberof tuplesthatwould be producecdoy the rst step
of therangeselectionD(&;; a;) denotesheaveragedistance
betweerthenodesn the DIM' scontaininga; anda; (for the
fully decomposedasethiscomponentanbeapproximated
asthe distancebetweenthe centroidsof DIM's holding a;

ber of tuplesthat would be producedby k 1 joins before

needto be aggrgatedwithin DIM DIM,, for anaverageag-
gregationcostpertupleof & 4 (this canbe estimatedasthe
costto move the nal aggreyatesto the centroidof ax, and
hastheadwantagahatit canbothbe computediirectly from
the histogramandthe query andusedto reducehotspotshy
fully distributing the centroidthroughall nodes).Note that
boththejoin costsandthe aggraeyationcostsareclearlyrep-
resentedn theabove equation.

Theway the queryoptimizerestimateghetermsja;j and

tionson all attributes. Eachattribute rangeis dividedinto a
smallnumberb equal-sizedins (for simplicity, throughout
this paper we assumeeachattribute valuea; 2 [0;1) with-

out lossof generality),anda countof the numberof tuples

by 2 f0;1;:::;b  1gis kept. To computejasj, we simply
mauginalize (sum over) all otherdimensionsfor the range
speci edin ja;j anduselinearinterpolatiorwherenecessary
(for partialrangesmissinghistogramdata,etc.) to arrive at

approximatedisthe centroiddistancesandthe aggreation
cost(the lastterm) tendsto be roughly the sameregardless
of join order

Onecanimagineseveralwaysto computethe histograms
(eitherusinggossip-basethechanismer ooding-basedap-
proaches).Thereis somerecentresearchn this area[22],
andwe just assumehistogramsasa given. Regardlesswe
obsenethattheoverall datadistributionin asensonetwork
is likely to changevery slowly (on the timescaleof hours,
following diurnal patternsfor example), so the histogram
doesnot needto berecomputedery often.

It is critical to notethat the enegy estimateusedby the
gueryplannemeeddo bejustthat—anestimatelt neednot
befully accuratdbecauseve areonly interestedn producing
join orders,not the actualenegy values. However, aswe
shallin Section5.3 it isimportantto selectoptimalor close-
to-optimaljoin ordersin orderto beef cient.

4.3 ReducingJoin Coststhrough Caching

As we have seenin Sectiord.2, theenegy costof aquery
hastwo componentsthejoin cost,andtheaggreyationcost.
The aggreyationbit enegy costdiffers for the variousdata
organizationsandis primarily a function of the size of the
sensoreld. It needdo bepaidfor everyqueryby all schemes.
Fromthe enegy equationwe canseethatthe join costcan
be a substantiaportion of the total querycost. However, it
neednot be paidfor by every query andcanbe very effec-
tively reducedhroughuseof simplecachingtechniques.

The cachingtechniguewe studyhereis a very simplelo-
calizedscheme.Considera join orderin which nodeA has
to sendtuplesfrom its sub-relatiorto nodeB for joining. A



remembersvhich tuplesit hasearliertransferredo B that
fall within the currentqueriedrange. It thenrefrainsfrom
sendingthesetuplesduring this join step. B recevesboth
the queryanda partiallist of tuplesandknows thatit hasto
addmissingrangef thejoining tuplesfrom its local cache.

Thus, the cachingprotocolis straightforward and robust
becaus¢hesendenodesdon't needto know which recever
haswhich dataranges,only whetherit hassentthe rele-
vanttuplespreviously or not. Furthermorethereis no dis-
tributed cachemaintenanceverheadto guaranteeorrect-
nessin the presenceof cachingnodefailures. Whennode
failurescausesomecacheddatain the recever to become
unavailable,we usea simple on-demandesend-basethil-
urerecovery schemeo replenishthe unavailabledata.DIM
providesa way for nodesin adjacentzonesto takeover the
failed nodes.Thesenewly responsiblenodescaninvalidate
the cachedor datarangesn the adoptedzones.Then,dur-
ing the join step,they inform the sendingnodesthat they
needto resendheentiresetof tuplesin thequeryrange.

An importantpropertyof our cachingschemds thatthe
query optimizer itself doesnot keeptrack of caches;i.e,,
thereis no cachediscovery protocol. In fact, the queryop-
timizer is completelyobliviousto the existenceof caching.
Whenit evaluatesvariousjoin plansto pick a join order; it
doesnot take cachinginto accountalthoughthis may result
in sub-optimalplans. Even so, we found that we getgood
performancébene ts over otherdataorganizationschemes,
andwe leavethisquestiorof exploiting cachingduringquery
optimizationfor futurework.

Distributed cacheconsisteng is maintainedthroughin-
crementalcaching. When a decomposeduple is inserted
into the joiner, the joiner recordsinternally that this tuple
needsto be sentto joinedin (joiner, joined whena query
optimizerasksto executea join stepfrom joiner to joined
aspartof anext query The joinednodethenaddsthis tuple
to the cacheof previously recevedtuples. joined usesan
LRU cachereplacemenpolicy andasksjoinerto resencan
evicted rangeas necessary We study the effect of limited
cachesn Section5.4.

Finally, we notethat while cachingcanbe gainfully de-
ployedin ary (partially- or fully-) decomposedlataorga-
nization, a full DIM organizationcannotleveragecaching
becausea tuple alreadycontainsthe full setof attributes.
Thus, cachingcan be thoughtof as a simple yet effective
techniqueto mitigate the join cost of a dataorganization
thattriesto minimizetheaggreationcost. Full DIM' s have
zerojoin costbut high aggregationcosts,and spatially par
titionedandfully decomposed-DIM' s areat the otherend
of this spectrunwith thelowestaggreyationcostfor a given
numberof tuplesbut with relatively high join costs,andcan
therebygainfrom cachingthe most. This will becomeap-
parentwhenwe presenbur evaluationresults.

5. PERFORMANCE EVALUATION

In this Section,we evaluatethe performanceof our ap-

proachusingsimulationsover bothreal-world andsynthetic
datasetn a wide variety of query workloads. Our goal
is to quantify the total performancebene ts of our dataor-
ganizationand query processingover more straightforvard
approachesandwe usea full-dimensionalDIM asthebase
caseagainstwhich we compareenegy ef ciency. We note
that even thoughthe full-DIM is chosenasthe base,it is
moreenegy ef cient thanotherpartial decompositiongor
mary workloads,andis thereforeintendedasa competent
representatie for alternatedataorganizations.

5.1 Simulator Design

We explorethe performancef the variouscomponentsf
our scheme:the impactof DIM decompositionthe in u-
enceof caching,andthe importanceof usinggoodjoin al-
gorithms.We shaw that,evenwith four sensomttributes,in-
telligently queryingdatathatis organizedaccordingo these
three optimizationsalong with spatial partitioning delivers
morethan4x bene tsovera4-DIM.

The simulator consistsof several modules: a synthetic
gueryworkloadgeneratothatproducedothonlineandbatched
workloadsadatasegjenerataorahistograngeneratoratopol-
ogy generatoranindex generatoto try variouspossiblede-
compositionsa global cachemodule,a queryevaluator an
omniscientqueryexecutor(so calledbecausét executesall
possiblequeryplansin additionto thejoin orderselectedy
the query evaluatorin orderto determinethe optimal, and
worst-caselans;however, it cannotexploit globalcachein-
formationfor online queries),anda statisticsandreporting
module. The topology generatoralso builds DIM routing
tablesbetweenevery pair of nodesin the network. It does
this by constructingzonesaccordingto the DIM algorithm
androutesbetweerary two nodesn thesimulatoraccording
to routesimportedfrom a DIM implementation.The query
optimizercomputeghe ef ciency of variousjoin ordersus-
ing histograms,and a centralizedexecutorthen simulates
the joins and aggreyationsof queries. The workload gen-
eratorgeneratedoth online queriesto simulatean ad-hoc
workloadaswell asa batchedvorkloadthatcanpossiblybe
processednoreef ciently by the queryevaluatorbecauset
now hasthe entire workload beforeit (seeSection5.7 for
details). The relationshipbetweenthe various modulesis
shavn in Figure3.

5.2 Methodology

Our primary metric is the total bit enegy costincurred
by the network aspartof queryexecution. We evaluatethis
costby keepingtrack of the size and numberof messages
transmittedby eachquery andthe numberof hopsunder
taken by eachmessage Messagssizesinclude headerand
payloadsizes,and theseare setto be the sameasin the
implementationdescribedn Section6 (7 and 36 bytesre-
spectvely). This payloadand headersize choiceaddsan
overheaf 20%throughoutandthegraphsshovn below
canbereadafteradjustingfor this (thisis only approximate,
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Figure 3: Software Componentsof the Simulator

however, becauseanot every messages of full size,andwe
don't pad). However, the relativevalueson the plots would
approximateljbethesame sowe donotdwell onthisaspect
ary further.

We vary the numberof sensomodesin the network from
50-200to betterunderstandurscaleugpropertiesThenode
locationsaregeneratedby usingradioandnode-connectity
modelsassumingradiorangeof 250mandnodeconnectv-
ity of 9. This generateshe nodelocationswithin a square
grid whosesize is determinedby the node number radio
range,andnodeconnectvity. Withoutlossof generalitywe
thennormalizethelocationsto fall within a unit square.

We alsovary thequeryworkloadfrom 100-400queriesor
morein which eachquery computesaggrejatesover up to
four attributeswith eachattributebeingincludedor excluded
for aggreyationwith equalprobability; we do lik ewise for
therangeattributes. Thus,a queryconformingto the query
formatin Section3.3is generatedandthetermsin boththe
aggregjatepart andthe rangepart cantake on ary attribute
valuewith eachhaving up to four attributes.

We usea varietyof dataworkloadsincludinguniformdis-
tributions,correlatedGaussiamistributions(to bettermodel
naturalsensoreadingsandto skew andstresghe network),
anddatafrom areal-world set(measurementfsom thegreat
duckislanddataset}o betterunderstandhe behaior of our
approaclon varyingworkloads.

We normalizeall the datain thereal-world dataseto fall
within [0;1). Thesyntheticdatasegeneratoalsoproduces
valuesin this range. For the Gaussiardistribution, we gen-
eratea four-attribute tuple in which the rst two attributes
arepositively correlatedwvith the meanvector(0:5;0:5) and
co-variancematrix %% % gndthe next two attributes
arenegatively correlatedwith the samemeanvectorandco-
variancematrix =~ %% 009

The greatduckislandsetcalledgdinetconsistsof 23548
tupleswhile the syntheticdatasetsiad 4000tupleson av-
erageeach. Thus, the query-dataratio variedfrom  10%
to 0:5%. We normalizeour enegy costby dividing the
total costby the numberof nodesin the systemaswell as

the numberof tuplesin the dataset.This givesusthe aver-
agecostpertuple perquery Notethatthis costincludesthe
tuple's original insertioncostaswell.

We alsotestedbur approacton awide varietyof synthetic
gueryworkloads.We variedthe numberof dimensionsand
natureof boththe aggreyateandthe rangeattributesin the
guery to simulatehot/cold behaior of attributes. We use
a Poissondistribution with m= 1 to simulatequeriesthat
are popularon someattributesbut canoccasionallyaskfor
the non-popularonesaswell. We alsotestedour approach
on bothrangeandaggreyateattributesdravn randomlyand
uniformly with anappearancprobability of 1/2.

Wefurtherindependentlyariedtherangesizeof therange
attributesto seetheresultswith bothlarge (bothexponential-
and Pareto-distrilutions) and small (uniform) query range
sizes. The startlocation of eachof the rangesin therange
attributesis pickeduniformly within [0; 1).

Thiscombinatiorof datasetgsynthetionith uniform/Gaussian

or real-world gdinet) and query attributes(hot/cold or uni-
form) and query box sizes(uniform, exponential, Pareto)
givesriseto asimulationworkloadabbreviatedas(u_h_e)for
uniform datasethot/cold attributes,and exponentialquery
size,(g_u_u) for Gaussiardata,uniform attributes,anduni-
form querysize,etc.

For eachsuchvariableworkload, we re-ranour simula-
tionswith multiple instance®f the workloaduntil the stan-
darddeviation of the setof averagedresultsfell belov 20%
of thatof any onerun. Theyerrorsfor all pointswithin a se-
ries (like optimizedin the graphs)arethencalculatedasthe
worstcaseyerrorsandplotted.

We comparethe performanceof our proposedorganiza-
tion techniquewith four othercasesgiving usatotal of ve
scenariosor eachworkloadanddataset:

4-DIM (abbreviatedas4-DIM in the graphs). This is
the straightforward casewith all four attributesbeing
storedin asingleDIM.

1 DIM, (abbreviatedasoptimizedor optimal). This
is the performancewith optimizedjoin-orderingand
with cachingenabledon 4 fully-decomposed.-DIM's
thatare spatially partitionedandeachassignedo one
gquadrantof a unit square.However, notethatthe op-
timal join orderingdoesnot useknowledgeof the cur-
rent stateof the global cache,andonly usesinforma-
tion that an oblivious query issuerdescribedin Sec-
tion 4.2would have accesgo. Thisis computedoy the
omnisciengueryexecutorin Figure3, andneednotbe
the sameasthe one computedby the query evaluator
in the sameFigure.

1 DIMy (abbreviatedasuncaded. Thisis sameas
1 DIM, above,but with cachingturnedoff.

1 DIM, (abbreviatedasrandon). Thisis the perfor
mancewith randomjoin orderingbut otherwisesame
asl DIMg.

1 DIM, (abbreviatedasworst). This is the perfor



manceof aworst-casgoin ordering but otherwisesame
asl DIMy.

5.3 Main Results

Main resultsfrom graphsin Figure 4 aswell asfrom lots
of differentcombinationf simulationrunsnot showvn are:
Cachingeliminatesa large fraction of joins, and gets
us to the point of efciency of 4-DIM's after which
we canuseoptimizationdik e optimaljoin orders full
decompositionsand spatial partitioningto deliver us
signi cant bene ts.

The relative spreadsf the variousseries(optimized,
random4-DIM, worst,uncached)s roughlythe same
acrossall simulationruns, workloads,and numberof

queries.Theabsolutevaluesdependon the simulation
parameters.

Randomjoining is nearlyasbadasworst,andwe also
found(but not plotted)thataverageg(of all possiblgoin
combinations)s alsonearlyasbad;thismeansptimal
join orderingis crucial (aswill becomeclearlateron,
most“good enough”join ordersareOK too).

Gaussiangive muchbettermperformanceverbothuni-

form and gdinet databecauseof high attribute den-
sities within the bell; but this also createshotspots,
andperformancealegenerate§ we employ additional
load-balancing. However, they occur aklundantlyin

nature,andgdinetapproximatessaussiangnorethan
uniform.

While we don't reportthe hotspotvalueshere,we ob-

senedthat4D hasthehighestotspotvalue,andoptimized

haslowest(lessintensethan4D by afactorof 4, asto
beexpected).

5.4 Queries with Correlated Attrib utes and
Nodeswith Limited Caches

Therearetwo speci ¢ scenariosvhenalternatvesto full
decompositiommight shine: theseare whenquerieshave a
high degreeof correlationon someattributes (by this, we
meantherangesn aquerytendbecorrelatecor somerange-
aggrejatestendto occurtogether like askingfor averages
of high valuesfor | andt, etc.; this notion of degree of
correlationcanbe preciselyde ned). Also, in mary cases,
the sensoramay be memorystaned, andthis may prevent
themfrom fully exploiting theideaswe have describedn a
fundamentalwvay: especiallywhenquerieshave correlated
attributes, and the query distribution is known a priori, it
is betterto usealternatedecompositionsike a 2-DIM that
avoid costlyredundanjoins dueto cachemisses.

In Figure5, we examinethesetwo scenariowherethere
areregimeswhena 2-DIM deliversbetterperformancehan
1-DIM's. To the left, we plot the behaior of 2D (for 2-
DIM) and O (for 1-DIM optimal) asthe degree of corre-
lation is varied. Clearly, 2D decreasesharperthanO and
this is becauseO still hasto pay a nearconstantaggreya-

Energy
Energy

Degree of Correlation 9% Original Cache

Figure5: Alter nate choiceswith correlatedqueries(left)
or nodeswith limited cacheg(right)

tion costperquery To theright, we plot 2 setsof curvesas
we vary the amountof cacheavailable at a nodeasa per

centageof the maximum-reachedize: the rst setis with

correlatedqueries,and the secondis with normal queries.
We consideroptimal, 2-DIM, and4-DIM. The workloadis

(gdinetquerieson 2 attributese). The degreeof correlation
hereis x edat0.7.We canseethat,with correlatedjueries,
2D performsmuchbetterthanothers,but quickly losesout
whenthereis no correlation.We alsonotethatonly a small
amountof maximumcachesize(20%)is necessaryo make
optimumbetterthan4D, andthiscanseneasadesignguide-
line. Also, we notethat4D-correlateds slightly betterthan
4D-non-correlatedbecausdD-correlatechastwo wild-card
attributes.

5.5 Sensitvity Analysis and Impact of His-
togram Granularity

In this Sectionwe look attheimpactof histogramgranu-
larity on queryperformanceIn Figure 6 we alterthe num-
ber of bins available per dimensionbetweenl0, 5, and 1.
U standsfor uniform datadistribution, G standsfor inde-
pendentGaussiaron the attributes,andCG standsfor cor
relatedGaussiamimentionedn the beginning of the Section.
The queryworkloadconsistsof uniformly chosenrattributes
with exponentialquerysizes. The threebar graphson the
left demonstratéhe percentagef queriesthatwerejoined
in a non-optimalway. Note thatthis is especiallyhigh for
CG. Thisis smallfor U evenwith a singlebin becausave
useinterpolation.CG is worsethanG becausé¢hereis more
correlationand predictability acrossattribute values,which
is not capturedvery well by having only onebin. Thethree
bargraphson theright shav the extra enegy expendeddue
to non-optimaljoining, which turnsout to be muchsmaller
thanthequerypercentagéself. Thisis becausét is easyto
getthe queryorder“wrong” by mis-orderingevenonejoin,
andtheimpactof suchnon-optimalchoicess cushionedy
having cachingbecausgoodorderingsareadequatenough
with this arrangement.

5.6 Query Saturation

In this Section,we obsere the averageenegy costper
guery per tuple asthe numberof queriesin the systemis
increased.We obsenre from Figure 7 thatthe queryis not
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Figure 7: Exploring Query Saturation

saturatedeven at high query-dataratio (  15%, for gdinet
datasetpvenonaworkloadwith exponentialquerysize(this
meanscachingstill hasa non-zerorole to play). Another
nice featureis that the querytapersoff monotonicallywith
alongtail, andthis meanghatwe canquickly hit the useful
“knee” point with only a few queries. Reachingthis point
is importantbecausethen,bene ts of cachingkick in vig-
orously Making surequeriesdid not saturatehe datasets
importantbecausetherwisecachingcouldperhapdedeliv-
eringonly becausé silentlyreplicatedheindividual 1-DIM
attributes.

oy

Figure 8: Performance of batched queries (left), and ef-
fect of increasingdimensionattrib ute size(right)

5.7 Knowing the Query Mixtur e and Trade-
offs with DimensionsversusMeasures

In thislastSectionwe examinetwo miscellaneousffects:
theimpactof knowing the setof speci ¢ queriesin a query
mix a priori (thatis, we aregivenabatchedjuerysetinstead
of beingissuedonlinequeriesandareasledto seeif we can
provide someinter-query optimizations),and the tradeofs
we canmalke by knowing thatsomeattributesaredimensions
andnot measuregseeSection5.7).

In theleft half of Figure8, we shaw theimpactof running
optimizedon a setof batchqueriesthat were jointly opti-
mizedby trying variousjoin orderseven acrossgueriesby
minimizing thetotal enegy of all queriesusingEquationl.
We usea dynamicprogrammingalgorithmto achieve this
minimum; the differencein performancevould resultfrom
reducedjoins dueto increasedcaching. However, we see
thatmostof the bene ts canbe capturedby usingthe more
straightforvard online approach,and this againreinforces
the factthatwe only need“good-enough’join orders;this,
in turn, meanghatwe canhopeto make thequeryoptimiza-
tion processobustto variousfailures.

In the right half of Figure 8, we show the graphof our
efforts to try andextracthigheref ciency out of the system
knowing thattwo attributesx andy are always presentout
aredimensional. The tradeof is the increasedotal enegy
savzingsof thesystemversudncreasedhotspotintensity—by
decreasinghe size of the spatialpartitionsallocatedto the
two measurattributes,we cangainin theaggreyationcom-
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Figure 9: Software Componentsof the Query Engine

ponent(the dominantcomponentwvith cachingenabled)of
the queryexecutioncost. But this alsoresultsin increased
hotspotlevelsin thenodescontainingthemeasurattributes.
We seefrom theFigurethatwe seemnto gainroughlypropor
tional to O(' n) wheren is the additional sensornespace
apportionedrom a dimensionattribute to its akutting mea-
sureattribute; the extremecaseis devoting only one node
(zeroarea)eachto the measurettributes(this extremecost
is non-zerobecausenccasionajoins still occur). Unfortu-
nately the concomitantisein hotspotlevelsseemgo grow
linearly (not plotted), therebymaking this approactgener
ally uninterestingexceptperhapsn specialscenarios.

6. IMPLEMENT ATION

In this Section,we describeour designandimplementa-
tion of a prototypeof the main dataorganizationandquery
processingdeasdescribedn the paperandreportits per
formance.We have implementedhis prototypeon the pop-
ular mica2 mote platform[11]. The softwareis written in
NesC[14] andrunsontop of anexisting DIM implementa-
tion doneusingthe TinyOS[16] software platformso asto
provide arealisticproof-of-conceptiemonstratiof a prac-
tical andworkablesystem. It is designedo reuseasmuch
of theexisting softwareinfrastructureonthe mica2'saspos-
sible, andachieve the desiredfunctionality throughcleanly
introducedabstractionsand API's. In particular we usea
full- edged implementatiorof DIM thatdoublesasthe ge-
ographichash-baseg@rimary storageandrange-inde layer,
andacompletamplementatiorof GPSR[21] astheunderly-
ing routingandpaclet-delivery mechanisrmover a multihop
mica2radio network. This software stackorganizationand
designis shavn in Figure9.

In Figure9, the query evaluatorruns on the queryissue
node and consistsof a query optimizer and an end-to-end
reliability module(the reliability moduleis responsibleor
retrying missing parts of the receved answers). Thereis
alsoaninstanceof the histogramgeneratotthatrunsin the
backgroundn eachnodethatlazily collectsandmaintains
a coarse-grainednulti-dimensionalhistogramof the tuple
valuespresenin the DIM. The queryevaluatorandthe his-
togramgeneratotakentogetherform thequeryprocessar

The queryoptimizer, in turn, hastwo sub-componentsa
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Figure 10: Topologyusedfor Implementation

histogramanalyzerthattakesasinput the currentqueryand
thek-dimensionahistogramcubeto computethe numberof
tuplesthat would be generatedlong eachattribute dimen-
sion,andthejoin-orderselectothatthenselectgheoptimal
join orderof the attributessoasto minimizethetotal enegy
costaccordingto Equationl.

Theoutputof the queryoptimizeris a sequencegbin and
aggreyateoperationchainthat speci esthe orderin which
the attributes must be moved for joining and aggreyation.
Theresultinginstructionchainis packagedisa DIM query
thatis thenhandeddown to the DIM layer (usingthe stan-
dardDIM queryAPI) asarangequeryonthe rst attribute
in the join order with the restof the instructionsequence
forming the querypayload. Thus,the queryprocessocon-
sumeghe standardIM API in this phaseandexposeghe
SQL-like queryAPI describedn Section3.3to theuser

The queryenginerunninginsideeachnodeis responsible
for controlling the cacheddata(timeouts,new datainserts),
andis alsoresponsibldor propagatinghe remainderof the
gueryandanswers.

Figure 10 shavs an example 10 nodetopologyof two 1-
DIM's, one eachon attributes| andt. The nodeid's are
indicatedin the circles. The numberof tuplesinsertedinto
eachof the 2 DIM' s at eachnodeis indicatedin the paren-
thesesadjacento thenodeid. TheDIM zonecodeof anode
is indicatedin the upperleft corner Theright half of Fig-
ure 10 shows the physicalarrangementf the nodes. They
arecon guredto bewithin afew feetof eachother andthe
diameterof the network is four hops, asindicatedby the
logical link structure. We take advantageof the broadcast
propertyduring queryexecution(in the join cachingphase).

WeranseveralsimpleSQL queriesontheseawo attributes,
and obsened a 2.7X performancemprovementwith 1
DIM, over standard2-DIM.

7. FUTURE WORK AND CONCLUSION

In this paper we tried to understandhe designspaceof
dataorganizationand query processingstrateyies built on
top of DCS. We examinedseveral generaltechniqueghat
can be usedto provide ef cient and robust infrastructure
supportin sensornetsln particular we identi ed a few key
conceptdik e joins, decompositioncaching,and partition-
ing. We wishto furtherour understandingf this eld along



several directions, most notably cachingbecauseat seems

to presenfurtherpossibilitiesfor optimization.We arealso
interestedn examiningDCStechnique$n new contexts, es-
peciallytheideaof indexing queriesnsteadof dataasdone
currently and using triggersand rendezousto potentially
achieve moreenengy ef ciency in answeringqueriesthanis
possibletodaywith data-centriégndexing.
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