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Abstract— We consider continuous media delivery over a mo-
bile ad-hoc network of vehiclesequipped with car-to-car peer-to-
peer (C2P2)devices.While the provision of high-bandwidth con-
tinuous media content with tight QoSrequirementsis challenging
even in static networks, it is considerably more challenging
when the network topology is dynamic due to node mobility .
In this paper, we develop a uni�ed client-centric, distrib uted
admission control framework for such a C2P2 network. Under
this framework, we develop several admissioncontrol strategies,
namely, server count-based admission (SC), server bandwidth-
based admission (SB), path bandwidth-based admission (PB),
and �nally a mobility-based admission (MAD [4]) policy, which
can be further enhanced using a second-level sampling-based
admissionpolicy. We also develop QoS utility modelsto quantify
the performance of these policies. Thesepolicies are then eval-
uated thr ough extensive experimental simulations. Our results
show conclusively that traditional admission control strategies
do not work, and that MAD can provide orders of magnitude
impr ovement when compared with no admission control.

I . I NTRODUCTI ON

During the pastfew years,automobilemanufacturershave
beenmarketing and selling vehiclesequippedwith entertain-
ment systems.These systemstypically consist of a DVD
player, a fold-down screen,a videogameconsole,andwireless
headphones.In its presentform, storageand contentare tied
together. This limits the numberof available titles to those
DVDs and CDs in the vehicle. We envision a separation
of storageand contentwhere content is stagedon demand
acrosstheavailablestoragefor previewing.Thiswouldprovide
passengersaccessto a largerepositoryof titles. In this vision,
vehicles are equippedwith car-to-car, peer-to-peer (C2P2)
devices which form a mobile ad-hoc network (MANET).
Each C2P2 is equippedwith abundantamountof storage,a
processor, and a wireless networking card. A C2P2 might
integrate into the navigation system of a vehicle and its
existing network for delivery of data to the on-boardfold-
down screenor wirelessheadphones.DifferentC2P2devices
might storedifferentclips andexchangetheseclips with one
anotherto supporton-demanddelivery of continuousmedia.

The principle characteristicof continuousmedia such as
videoandaudiois their high sustainedbit raterequirement.If
a systemdelivers a clip at a rate lower than its pre-speci�ed
rate without specialprecautions(e.g., pre-fetching),the user
might observe frequentdisruptionsanddelayswith video and

random noises with audio. These artifacts are collectively
termedhiccups. A hiccup-freedisplay is the ideal quality of
service(QoS)providedto anenduser. A secondQoScriterion
is the observed startuplatency, de�ned as the delayobserved
from whena userreferencesa clip to the onsetof display.

All C2P2devicesmayreplicatepopulartitles,but they must
collaboratein order to provide userswith a large choice of
content.EachC2P2maycontributea fractionof its storagein
a peer-to-peermannerto be occupiedby the system-assigned
clips.Theseclips might bereferencedby usersof thosemobile
C2P2devices that are network reachable(including the local
user). This study focuseson the QoS metrics when a user
referencesa clip that is available on one or more remote
C2P2s.A C2P2 must offer its passengersonly those clips
that it candownloadandplay in a hiccup-freemannerwithin
a reasonableamountof time (e.g. by satisfyinga maximum
tolerablestartuplatency constraint).

Techniquesthat addressthesechallengesare impactedby
the characteristicsof the MANET, placementand delivery
schedulingof data,andadmissioncontrol policies in support
of a hiccup-freedisplay. Let usconsidereachin turn.Mobility,
a key MANET characteristic,is theprimarychallengebecause
it dictatesthe life-time of paths betweena producerand a
consumerof data. When the display of data is overlapped
with its delivery, a path repair may incur delays that result
in datastarvation and hiccup. In addition, topology changes
impact the availability of both data [6] and bandwidth.The
availability of datais alsoimpactedby its placementacrossthe
nodesandits degreeof replication[7]. Onemayreplicatedata
at thegranularityof eithera clip [3] or a block [5]. Thesystem
may replicatethe �rst few blocks of a clip more frequently.
This enablesthedisplayof a remoteclip to consumetheclip's
�rst few blocksfrom eitherlocal storageor C2P2devicesthat
area few hopsaway, minimizing startuplatency.

Techniquesto scheduledelivery of data impact the QoS
observed by active displays. As we shall demonstrate(see
Appendix), content replication acrossmultiple servers and
block-switching techniquesprovide a signi�cant degree of
protection against the frequent disruptions and topological
changescausedby the mobile environment,by dynamically
providing connectionsto proximateservers.

Finally, giventhehigh data-raterequirementsof continuous



media displaysand limited bandwidthresources,the system
must be con�gured with an admission control policy to
handle multiple simultaneousclip downloads. In particular,
the admissioncontrol policy must strive to do a “good job”
of rejecting requestsfor download that are unlikely to be
satis�ed within a reasonableamount of time. Section III
formalizesand quanti�es this qualitative notion by providing
someutility modelsfor QoSthattake into accountthenumber
of rejectedrequests,andthenumberof admittedrequeststhat
are successfuland the numberof admittedrequeststhat fail
to meeta speci�ed startuplatency constraint.

Comparedto traditional admission control in static en-
vironments,there are some unique challengesin the C2P2
MANET environment where we have a variable topology
network. For one,theadmissioncontrolmustbeperformedin
a distributedmanneras thereis no centralcoordinationpoint
for the network. Further, it is hard to estimatethe resources
that will be availablefor a clip download(sincethe topology
will changeduring the durationof the download).

Thekey contributionof this paperis thedesignandanalysis
of suchsimpleadmissioncontrolpoliciesusingC2P2/MANET
simulation studies.Even though these techniquesare sim-
ple they capturesigni�cant componentsthat would be part
of making an appropriateadmissioncontrol decision. The
policies considercomponentssuch as number of available
servers, the available bandwidthat eachserver, the average
time for which the server is in the rangeof the client andthe
bottleneckbandwidthalongthepath(traditionalapproachused
in wired networks).A morepowerful andef�cient admission
control schemecan be designedby appropriatelyweighing
each of thesecomponentsand then combining them. This
study serves as a �rst step toward this goal by evaluating
policies that considereachof the componentsindividually to
make the admissioncontrol decisionand then observingthe
performancein termsof someutility models.

RecentstudiesaddressingQoSin MANETs areasfollows.
A survey of QoS in MANETs is provided by [14], [11],
[17]. Thesestudieseitherbuild on top of the existing routing
protocols [18], [12] like DSR,AODV etc or integrate the
QoS metricsas part of the routing protocol [10], [16], [19].
Therehave beenstudiesthat supportboth QoSandmulticast
routing [1], [13]. Admissioncontrol hasbeena well known
problem dealt with in wired networks [9]. However, for
wirelessadhocnetworksnotmuchwork hasbeendone.In this
paperwe have usedthe conventionalde�nition of admission
control with simple policies to study the numberof rejected,
satis�ed andsatis�ed requestsin a MANET (C2P2network).

The rest of this paper is organized as follows.The im-
portanceof dataplacementand retrieval schedulingpolicies
for single client display scenariosis demonstratedin the
Appendix.Next, SectionII formulatesthe admissioncontrol
problem,andpresentsageneralframework andseveralspeci�c
policies to addressthis challenge.SectionIII evaluatesthese
policies using a simulation study on the basis of utility-
basedQoS models. Our key �ndings are that the use of
intelligent admissioncontrol policiescansigni�cantly reduce

the number of admitted unsatis�ed requests.Moreover, a
mobility-predictionbasedadmissionpolicy that we propose,
termedMAD, canprovideanorderof magnitudeimprovement
overanaiveapproachthatadmitsall requests.Ourconclusions
and future researchdirectionsarecontainedin SectionIV.

I I . ADMISSION CONTROL

Section II-A formalizesadmissioncontrol as the process
of admitting thoserequeststhat are able to download a �x-
sized �le within a speci�ed duration of time. Section II-
B develops a framework for the admissioncontrol policies.
Finally, SectionII-C presentsfour alternative policiesfor this
framework.

A. Introductionand ProblemStatement

While it is possible to overlap the delivery and display
of continuousmediaclips using buffering, this strategy runs
the risk of incurring hiccups if network resourcesbecomes
temporarilyunavailableduring delivery. In this work, we will
focusour attentionon thedelivery of clips thatwill be played
only after the entireclip is downloaded.We will assumethat
eachrequestspeci�esthe�le sizeof theclip to bedownloaded
anda maximumdownloadtime (i.e. startuplatency).

We formulatethe admissioncontrol problemasfollows: A
requestto displaya clip

�

comeswith a speci�cationthat all
blocksof

�

be downloadedto the requestingC2P2(denoted
asC2P2� ) within ��� time units.Note that ��� (the download
time or the startuplatency) can be signi�cantly smaller than
the playback 1 time of the clip

�

. For example, an audio
clip

�

with a display time of 12 minutesmight specify �
�

as 1 minute.This meansthat all blocks of this clip must be
materializedin oneminute in order for a requestreferencing

�

to be admittedto the system.
We shall consider two �a vors of admissioncontrol: in-

stantaneousand delayed.In instantaneousadmissioncontrol,
the decision to either reject or admit a request must be
madealmostimmediatelyafter a requestis issued.In delayed
admissioncontrol, theadmissiondecisionmustbe madein �

time units where �����	� . An admittedrequestis termeda
failed requestif the systemfails to materializeall blocks of
clip

�

in �
� time units.

Thus, assuming 
 requestsare issued to a system, an
admissioncontrol policy yield threeclassesof requests.First,
a �x ed numberof admittedand rejectedrequests,termed �

and � , respectively. Note 
�
������ . Second,someof the
admittedrequestsmight fail, denotedas ��� , ������� . And,
�nally , someof theadmittedrequestsareservicedsuccessfully,
denotedas ��� , where ��
���������� . An admissioncontrol
policy shouldstrive to maximizeboth � and �

� (ideally, to a
maximumof 
 ). By maximizingthetotal numberof admitted
requests( � ), a larger percentageof requestsareprocessedby
theC2P2MANET. By maximizing �

� , a largerpercentageof
admittedrequestsare processedsuccessfully. In SectionIII,
we will developQoSmodelsthat de�ne a policy's utility asa
weightedcombinationof theseraw metrics.

1The termsplaybackanddisplayareusedinterchangeablyin this paper



B. An AdmissionControl Framework

We now proposea framework for solving the admission
control problemassumingan ad-hocnetwork (e.g.no central-
ized basestationsin a cellular wirelessnetwork). We focus
on distributed, client-centric,admissioncontrol policies that
enable the C2P2 client device to either admit or reject a
request.For the rest of this paper, C2P2� denotesa device
whoseuserhasrequestedthe displayof a title.

In order to make an intelligent admissiondecision, the
admission control componentof C2P2� must �rst obtain
information about the state of the network and availability
of resources.This information is then weighed against the
speci�cationsof therequestin orderto determineif therequest
can be admitted.The admissioncontrol policy may consider
several factorssuchas the numberof servers,the availability
of residualbandwidthat servers,the bottleneckbandwidthon
the network path to the server, and whetherit is possibleto
predictfrom themobility patternof thecarsthat they might be
ableto collaborateto deliver the requestedclip. In this paper,
wedesignandevaluatepoliciesthatconsidereachof theabove
mentionedfactor individually. A meta-policy may combine
thesepoliciesby assigningeachan appropriateweight.

In a mobile ad-hoc network such as C2P2, knowledge
of the current bandwidthon the path betweena client and
server is insuf�cient to determineif a given requestcan be
satis�ed. This is becausethe available bandwidth changes
dynamically and might be either greater or lower in the
future (due to unpredictablemobility-inducedchangesin the
network structureandnetwork traf�c). In orderto contendwith
the dynamic natureof a C2P2 network, �e xible but simple
admissioncontrol policies must be designedthat consider
different kinds of information about the current stateof the
network, andtry to predict/estimatebasedon this information
whether the required resourcesfor a given requestcan be
provided.In ouradmissioncontrolframework,wedeveloptwo
kinds of metrics:a RequestMetric ( ��� ), andan Information
Metric (

�

� ). The requestmetric ��� (which is normalizedto
bea numberbetween0 and100)is a measureof theamountof
resourcesrequiredfor a givenrequest.Henceit dependson the
QoSparameterof interest.In particular, we de�ne �

� asthe
ratio of the requestedbandwidthover the nominalmaximum
wirelesslink bandwidth �

����� as follows:

�	� 



���
����

���

���

�
�����

������� (1)

where ���� "!$#

�&%

is the size of the clip in Mb (MB), and
�

����� is alsode�ned in Mbps (MBps).
While ��� is not policy-dependent,the information metric

�

� is, and representsquantitatively the information obtained
by the client aboutthe currentand future resourcesavailable
in the network. The informationmetric is normalizedto be a
numberbetween0 and100.

�

� is monotonicin the estimated
resourceavailability — the higher the valueof

�

� , the more
likely it shouldbe that a given requestcanbe satis�ed. Both

�

� and ��� have nounits.Now theadmissioncontroldecision

is simply a matter of comparing the two metrics:
�

� and
��� , and deciding whether the given

�

� predicts suf�cient
availability of resourcesfor the requestwith metric �'� . A
simple yet �e xible form for the admissioncontrol policy is
simply to take thedifferencebetween

�

� and ��� andcompare
with a threshold( . When

�

�*) ���,+-( , a policy admitsthe
correspondingrequest.Otherwisethe requestis rejected.

Note that basedon our de�nitions, the thresholdcan po-
tentially take on values from )

����� (which correspondsto
allowing all requests)to ����� (which correspondsto rejecting
all requests).Thusif ( is too low, thereis a dangerof greater
unsatis�edrequestsdueto bandwidthcontention.On theother
hand, if it is too high, the numberof satis�ed requestswill
be low becausetoo few requestsare accepted.The optimal
choiceof thresholdmay be an intermediatevalue and could
be scenario-dependentas we shall see in our experiments.
Of course,the optimal choice of threshold is also policy-
dependent,since

�

� is de�ned differently for eachpolicy.
When a request is issued by a client, in instantaneous

mode, a policy must either acceptor reject requestsusing
the thresholdcomputation.With the delayedapproach,the
admissioncontrol policy may analyzethe rate of data �o w
for � time units, where � � �

� . A requestis admittedif:
(1) a policy admits this requestinitially, and (2) the average
observed bandwidthduring �/.


���
����

���

�
� . This approachis

advantageousbecauseit recognizesthedynamicenvironmental
changesmay either affect delivery of

�

in a positive or a
negative manner. A positive changeis one where a server
becomesnetwork reachabledue to mobility. The reverseof
this is a negative changewherea server is no longernetwork
reachablebecauseof mobility. Obviously, as � approaches

��� , theadmissioncontrol is providedwith moretime to make
a decision,reducingthe numberof admittedrequeststhat fail
(minimizing ��� ). Howevera large � maybequiteundesirable
for several reasons.First, it might delay a user longer than
necessaryprior to rejectingthis user. Second,it might waste
network bandwidthby allocating resourcesto a requestthat
cannotbe satis�ed.

In the above scenario,a rejectedrequestbasedon an initial
instantaneousdecision might also be delayed � time units
to enablethe systemto see if changesin the environment
during � time units may facilitate admissionof this request.
In this case,the client tries to service the rejectedrequest
and observes the amount of available bandwidth during �

time units. Assume 0 units of dataarrive during this period,
�

�-0 � size(X).After � time units, it invokestheadmission
control policy onceagainwith size(X) )10 . If the requestis
admittedthenit proceedsto servicethis request.Otherwise,the
requestis rejected.This approachsuffers from the following
limitation. Whenbandwidthis scarce,a requestthatshouldbe
rejectedmight competefor theavailablebandwidthwith other
active displays, causingadmitted requeststo fail (reducing

�
� ). We do not evaluatethis approachin our simulations.
Contentreplicationandswitchedproximateserver selection

are important for robust delivery of high-rate content (see
Appendix). In all our admissioncontrol policies, the client



always choosesthe closestserver from � candidateservers.
When C2P2� 's path to a server breaksat time ��� , C2P2�

might have downloaded 0 bytes of a clip
�

, �

� 0 �

� �� !$#

�&%

. The bandwidthrequiredto downloadthe remainder
of a clip is


�� 
����

� �����

� �

�

��� . If this bandwidthexceedsthe wireless
network bandwidth,therequestis discardedasafailedrequest.
Otherwise, C2P2� identi�es another reachableserver and
beginsdownloadingtheremainderof theclip from thatserver.

C. AdmissionControl Policies

This sectiondetails four policies for our proposedframe-
work:

1. Server Count (SC): The server count-basedadmission
control policy counts the numberof C2P2 devices that are
within � hops of C2P2� , denotedas

	




. Next, it identi�es
andcountsthe numberof devices that containthe referenced
clip X, denotedby � . The

�

� value for SC is the densityof
theseservers:

�

� 


�

	




� ���"� (2)

The main strengthof this policy is its simplicity — it might
be implementedusing the following probe basedapproach.
C2P2� sendsa controlled�ood within � hops.Whena node
receives a probe, it replies to C2P2� with its identity and
whether it containsclip

�

. Basedon thesereplies, C2P2�

evaluates
	




and � . C2P2� may wait for � time units prior
to renderinga decision.The value of � might be dictatedby
the durationof time requiredfor 2� network transmissions:

� transmissionsto reach nodes that are � hops always
and, another � transmissionsfor their reply to arrive at
C2P2� . This policy suffers from several weaknesses.First, in
instantaneousmode,this policy ignoresbandwidthlimitations
and fails to detect scenarioswhere all � severs might be
busyprocessingotherrequests.In delayedmode,this policy is
provided with somemeasureof availablebandwidth.Second,
this policy ignores mobility where the � servers might be
moving away from C2P2� . Once again, delayed mode of
admissioncontrol provides this policy with somemeasureof
this parameter.

2. Server Bandwidth (SB): This policy considersavailable
bandwidthof eachserver, requiring eachprobeto return the
availablebandwidthof eachserver � , ��� # �

�

%

, containingthe
referencedclip. Note that theserver of choicefor C2P2� may
changeover the duration of the clip download ( �

� ). Since
eachserver �

� is apotentialcandidateandhassomeprobability
of beingchosenover �	� the

�

� metric considersthe average
available bandwidthacrossall the servers �

� . SB de�nes
�

�

as:
�

� 



��

�����
��� # �

�

%

	




����� �

� ����� (3)

where �
����� is the maximum network bandwidthavailable

to a C2P2device. By using
	




in thedenominator, this policy
considersthefractionof nodesthatmayactasservers.Similar
to SC,SB is alsorelatively simpleto implementusinga local
probe.

3. Path Bandwidth (PB): This policy is similar to thatused
on traditionaladmissioncontrol andbandwidthreservation in
wired networks, and considersthe bottleneckbandwidthon
the path betweenthe client and eachserver within � hops.
This policy only considerstheaverageof all the instantaneous
bottleneckbandwidthalong the shortestpath from the client
to eachserver ( �

� ). Theseestimateswill rapidly becomestale
as the nodesmove andthe pathsbetweenthe C2P2� andthe
servers change.Formally, this policy considersthe available
bandwidthof most utilized node,BW( �����


�� ), that lies in the
multi-hop pathbetweeneachserver and the client C2P2� :

�

� 



 �

����� ��� # � ���


��

%

	




�������

�����"� (4)

To implementthis policy, a probeaccumulatesthe available
bandwidthof nodeson its pathbackfrom a server to C2P2� .
C2P2� identi�es the intermediatenode with least available
bandwidthas � ���


�� . This policy doesnot considerdynamic
evolution of the network where �

���


�� changesover time. In
static scenarios,PB improves upon SB becauseit considers
scenarioswherethe servershave suf�cient bandwidthbut the
intermediatehopsare data-starved. However as we shall see,
this is not necessarilya goodstrategy in MANETs.

Note that in all the policies SC, SB and PB the probes
constitutethecontrol traf�c which is negligible in comparison
to the amountof data that is being exchangedbetweenthe
client and the servers.

4. Mobility Prediction (MAD): The mobility-basedad-
missioncontrol (MAD) policy tries to leveragethe mobility
patternin the network by estimatingthe duration of time a
server �

� will be in the radio rangeof the requestingclient
C2P2� . This dependson both the direction and speedof �

�

andC2P2� , C2P2� sendsout a probemessagewith a certain
timeto live to obtainthelist of proximateservers �

� . Assuming
� # �

�������! "�

�

%

denotesthe durationof time �

� andC2P2� are
expectedto be in radio range,for MAD:

�

�






�

�#���

� # �

�
�����! "�

�

%

	




�
�

� ���"� (5)

Here,
	




is the total number of nodes reachablefrom
the client via the probe. Note that both the numeratorand
denominatorare in units of time.

This policy only considersthe time that a server is within
radiorangeof C2P2� . This is conservative becauseit doesnot
considerthe time the serversarereachablevia multiple hops.
Also this policy does not considerthe available bandwidth
at eachserver. We considereda hybrid policy that combines
MAD with SB that takesinto accountboth themobility of the
serversand the availablebandwidthat eachserver. However,
we have not presentedthe resultsfor sucha policy here.

I I I . PERFORMANCE EVALUATION

In this section,we quantify the performancetrade-off asso-
ciatedwith thealternativepolicies.We conductedmany exper-
imentswith differentparametersettings.In orderto summarize



Valueof a Valueof a Valueof a
Models rejectedrequest, successfullyadmitted failed admitted

��� (M) request,����� (M) request,����� (M)

Economy 0 1 0
Standard 0 1 -1
Premium -0.5 1 -5

TABLE I

THREE UTIL ITY MODELS TO QUANTIFY QUALITY OF SERVICE WITH ALTERNATIVE POLICIES.

thelessonslearnt,we developeda utility modelsto summarize
the QoS observed with each policy in one number. These
modelsarepresentedin SectionIII-A. SectionIII-B presents
our experimentalenvironment that considersboth stationary
andmobile servers.SectionIII-C demonstratessuperiorityof
MAD to an environmentwithout admissioncontrol. Finally,
SectionIII-D demonstratesthat MAD typically outperforms
SC, SB, and PB. This section also includes an in-depth
analysisof MAD with different thresholdsandsystemloads.

A. Utility modelsfor QoS

This sectiondescribesthreeutility modelsusedto quantify
the QoSprovided by the differentadmissioncontrol policies.

Recall that an admissioncontrol policy divides the total
number of requestsinto three groups: � rejectedrequests,

��� requeststhat are admitted but fail (due to unsatis�ed
requirements),and ��� requeststhat areadmittedandsucceed
in providing the clip within the speci�ed deadline.Different
usersmay value eachof thesedifferently, as per their utility
model.For the purposeof evaluatingour experimentalresults
we considerthreedistinctutility modelsthatarerepresentative
of different levels of Quality of Servicethat canbe provided
in a C2P2ad hoc network. In eachmodel

�

, we de�ne the
joint utility 	 asa weightedsum:

	�
 

����#

� %

�������

�

#

� %

�
�

�����

�

#

� %

�
� (6)

wherea weight �

�

#

� %

indicatesthe valueof component� in
model

�

.
Table I shows the weightsfor threeQoSmodelsemployed

to evaluatetheexperimentalresults.Theeconomymodeldoes
not penalizea policy for either rejectedor failed requests
and only rewards acceptedrequests.The Standardmodel is
indifferentto rejections,but penalizesfailedadmittedrequests
as much as it rewardssuccessfullyserved admittedrequests.
The Premiummodel resemblesa high QoS environment. It
penalizesrejectedrequests(albeit slightly), rewardsadmitted
requeststhat are satis�ed, and highly penalizesadmitted
requeststhatfail. Thehighpenaltyfor a failedadmittedrequest
re�ects our intuition that usersare likely to be annoyed if
their C2P2device initiatesa download,spendsa considerable
amountof time (maybe�	� time units)only to discover that it
cannotdisplayaclip becauseanincomplete�le is downloaded.

While theseutility models can be applied on a per-user
basisand different QoS levels can be integratedwithin the
samesystemin practice,for the purposesof analyzingour
experimental result and comparing the different admission

control policies, we shall apply each QoS utility model to
the systemasa whole for the durationof the experiment.

B. ExperimentalSetup

The resultspresentedin this sectionare basedon a new
simulatorfor C2P2networks written usingC� programming
language2. The simulatormodelsroadstretchesandcarsthat
navigate these stretches.A car might be con�gured with
a C2P2 device that provides a �x ed amount of network
bandwidth.EachC2P2device implementstheDSR[8] routing
policy. However, we believe that a the choiceof the routing
protocoldoesnot impactthe trendsin the observedresults.A
proactive protocol like DSDV would have shown similar re-
sults.We analyzeddifferentscenariosconsistingof a different
numberof road-stretches,differentnumberof C2P2-equipped
cars,mobility patterns,andrequestspeci�cations.

Our basic experiment consists of thirteen bi-directional
road-stretches,numberedfrom 0 to 12, seeFigure 1. Three
stationary servers (these could be parked vehicles, access
points, or basestations)are locatedon the following road-
stretches:1, 6, and11, numbered��� , �

� , and ��� , respectively.
The radio-rangeof each C2P2 spans3 road-stretches:its
currentroadstretchandits two adjacentroadstretches.Thus,
a C2P2on either road-stretch0 or 2 is in the radio rangeof

�
� which is on road-stretch1. Note that thereexists four road

stretchesthat are dark becausethey are not 1-hop reachable
by a server. However, given suf�cient numberof clients and
transitive routing of packets acrosstheseclients, thesedark
road stretchesmay lit-up as they becomenetwork reachable
to either one or two servers. We analyzedcon�gurations
consistingof 13 possibleclient C2P2 nodes(in addition to
the 3 server nodes),with the simultaneousactive displays
ranging from 1 to 13 in our experiments.Initially, all cars
are assignedto the road-stretchessuch that they are evenly
spacedacrossthe road-stretches.For example,with 13 cars,
one car is assignedto eachroad-stretch.The initial direction
of eachcar is chosenrandomly (i.e. to move left or right).
The speedof eachcar is �x ed at 5 metersper second.Oncea
car reachesthe endof either roadstretch0 or 12, it switches

2We initially consideredusing the ns-2 simulator that is widely usedin
the MANET community for thesesimulation experiments,but found that
signi®cantprogrammingextensionsto ns-2 would be requiredto implement
the kinds of online per-client dynamic admission-controlpolicies we are
interested in evaluating. The simulator we have written is designedto
incorporatesuchpolicieswith easeandprovidesfor muchfastersimulations.
We plan to make the simulatoravailable in the nearfuture for useby others
investigatingadmissioncontrol.
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Fig. 1. Thirteenroadstretcheswith 3 stationaryservers.

directionsand moves toward the oppositeend. Within each
con�guration, thecarsthatarerequestingclips (corresponding
to the numberof active displays)are chosenrandomly and
they re-issuerequestsperiodically every 60 seconds.A total
of 100 requestsare issuedin eachexperiment.This means
that with 10 active displays,eachclient issues10 requestson
average.All threeserversareassumedto containa replicaof
the clips being requested.Rejectedrequestsdo not consume
any network bandwidthandareterminatedimmediately. Once
a requestis admittedto thesystem,it downloadsa clip for 60
seconds.The maximumnetwork bandwidthof a C2P2device
is assumedto be10 Mbps.Thereferencedclip is a mediaclip
with a bandwidthrequirementof 340 Kbps.The displaytime
of eachclip is �x ed at 12 minutes.We requirethe clip (size
30MB) to bedownloadedin 60 seconds,requiringa download
bandwidthrequirementof 4 Mbps.

To analyzethe impact of server mobility, we modify this
basicexperimentalsetupto includescenarioswhereall servers
are also mobile. We also analyzedthe impact of load in two
ways:�rst, by varyingthenumberof simultaneousclientsissu-
ing requests,termedactive displays.Second,by changingthe
downloadbandwidthrequirementto 8 Mbps,correspondingto
a clip size 60MB anda mediaplaybacktime of 24 minutes
at 340 Kbps rate.

C. A Casefor AdmissionControl

We start with experimentalresults that justify the use of
intelligent admissioncontrol policiesin an ad-hocnetwork of
C2P2devices.Figure2 shows utility of MAD (Instantaneous
mode of operation)with alternative modelswhen compared
with anenvironmentthatdoesnot utilize anadmissioncontrol
policy. Figurer 3 shows the number of rejected, satis�ed,
andunsatis�edrequestsfor both MAD and the no admission
control case. (As we shall show in Section III-D, MAD
is generally a superior admissioncontrol policy.) Without
admissioncontrol, the simulator admits a requestupon its
arrival independentof server availability. Figure 2 shows the
performanceof MAD for two different thresholds:-20 and -
40. The x-axis of this �gure shows the numberof concurrent
clients that initiate the display of a clip, termednumberof
active displays.This controlsthe load in the environmentand
is increasedfrom 1 to 13. The y-axis of this �gure is the
utility of eachmodel.We presentresultsfor all modelsshown
in Table I. Eachpresenteddatapoint is an averageof results
obtainedfrom 10 experimentsutilizing different seeds.(The
randomseedimpactsthe orderand identity of clients issuing
requests.)

With 3 stationaryservers and a maximum wirelessband-
width of 10 MbpsperC2P2device,our experimentalenviron-
mentsupportsa total bandwidthof 30 Mbps.All active clients
issuetheir requestsat the sametime. A total of 100 requests
areissuedby all clientsin this environment.This implies that
with two or fewer numberof active displays, if there were
either no dark regions or unpredictability due to mobility,
without admissioncontrol, a total of 100 requestswould be
satis�ed. Figure3.b shows that only onehalf of requestsare
served successfullywith 2 or fewer active displays.This is
becauseof mobility anddarkregionsthatcauseanactiveclient
to starve for data,failing to download a clip

�

in � � time
units. This is re�ected in the numberof unsatis�ed requests
admittedto the system,seeFigure3.c.

A primary observation from Figures 2 and 3 is that an
environmentwith no admissioncontrol is clearly inferior to
Instantaneous-MADwith ( =-40. With the Premium model,
MAD showsa muchbetterperformancecomparedto theother
policies.With theStandardutility model,MAD remainssupe-
rior. With theEconomymodel,however, no admissioncontrol
outperformsMAD when ( =-20. This thresholdrendersMAD
too conservative, forcing it to admit too few requests.While
all theserequestsare processedsuccessfully, seeFigure 3.c
where ��� =0 with ( =-20, MAD doesreject requeststhat can
beprocessessuccessfully. With amorerelaxedthreshold(-40),
theserequestsareadmittedinto thesystem,enablingMAD to
outperformthe environmentwith no-admissioncontrol when
using the Economymodel.

Note that utility of MAD with ( =-20 is a constantpositive
with theEconomy, Standard,andPremiummodels.When ( =-
40, MAD' s utility drops as a function of load becausethe
numberof unsatis�ed requestsincreaseswith this threshold,
seeFigure3.c.

D. DetailedExperimentalResults

TablesII, III, and IV show utility of eachmodel in both
Instantaneousand Delayed mode. Each table summarizes
resultsfor aspeci�c model:Economy, Standard,andPremium.
A tablereportsthe maximumobserved utility for eachpolicy
and the correspondingthresholdat which this maximum is
realized.We employ a set notationto show thresholdvalues
becausethe samemaximum might have been observed for
several ( values.

Two different system loads are presented:First, a light
systemload where2 randomclients issuerequestsat a time.
Even if both referencedifferent clips from the sameserver,
the available network bandwidth (10 Mbps) accommodates
both requests,allocating a total of 8 Mbps. Second,a high



2 Active Displays 10 Active Displays
Instantaneous Delayed, � =15 Sec Instantaneous Delayed, � =15 Sec

Max Threshold Max Threshold Max Threshold Max Threshold
utility � utility � utility � utility �

Admit-All 43.00 N/A 42.00 N/A 22.00 N/A 18.00 N/A
Reject-All 0 N/A 0 N/A 0 N/A 0 N/A

SC 45.00 ��������	 43.00 ��������	 30.00 ����
���	 22.00 ����
���	

SB 45.00 ��������	 43.00 ��������	 27.00 ��������	 19.00 ��������	

PB 45.00 ��������	 43.00 ��������	 27.00 ��������	 19.00 ��������	

MAD 45.00 ��������	 43.00 ��������	 29.00 ��������	 22.00 ����
���	

TABLE II

A COMPARSION OF ALTERNATIVE ADMISSION CONTROL POLICIES WITH THE ECONOMY MODEL , 
������������

�

� = 4 MBPS, AND 16 C2P2 DEVICES: 3

STATIONARY SERVERS AND 13 MOBILE CANDIDATE CLIENTS.

2 Active Displays 10 Active Displays
Instantaneous Delayed, � =15 Sec Instantaneous Delayed, � =15 Sec

Max Threshold Max Threshold Max Threshold Max Threshold
utility � utility � utility � utility �

Admit-All -14.00 N/A 32.00 N/A -56.00 N/A 13.00 N/A
Reject-All 0 N/A 0 N/A 0 N/A 0 N/A

SC 11.00 ����
���	 32.00 � -101,-80,-60,-40	 1.00 ����	 18.00 ����
���	

SB 13.00 ����
���	 32.00 � -101,-80,-60,-40	 1.00 ����	 13.00 � -101,-80,-60	

PB 12.00 ����
���	 32.00 � -101,-80,-60,-40	 1.00 ����	 13.00 � -101,-80,-60	

MAD 18.00 ����
���	 33.00 ��������	 21.00 ����
���	 21.00 ����
���	

TABLE III

A COMPARSION OF ALTERNATIVE ADMISSION CONTROL POLICIES WITH THE STANDARD MODEL , 
������������

�

� = 4 MBPS, AND 16 C2P2 DEVICES: 3

STATIONARY SERVERS AND 13 MOBILE CANDIDATE CLIENTS.

2 Active Displays 10 Active Displays
Instantaneous Delayed, � =15 Sec Instantaneous Delayed, � =15 Sec

Max Threshold Max Threshold Max Threshold Max Threshold
utility � utility � utility � utility �

Admit-All -242.00 N/A -12.80 N/A -368.00 N/A -14.70 N/A
Reject-All -10 N/A -10 N/A -10 N/A -10 N/A

SC -8.90 ����	 -8.90 ����	 -8.90 ����	 -5.40 ����
���	

SB -8.90 ����	 -8.90 ����	 -8.90 ����	 -8.90 ����	

PB -8.90 ����	 -8.90 ����	 -8.90 ����	 -8.90 ����	

MAD 9.80 ����
���	 9.80 ����
���	 9.30 ����
���	 9.30 ����
���	

TABLE IV

A COMPARSION OF ALTERNATIVE ADMISSION CONTROL POLICIES WITH THE PREMIUM MODEL , 
������������

�

� = 4 MBPS, AND 16 C2P2 DEVICES: 3

STATIONARY SERVERS AND 13 MOBILE CANDIDATE CLIENTS.

systemload where 10 randomclients issue requestssimul-
taneously, requiring 40 Mbps and exhausting the available
bandwidth. (With 3 servers, a maximum bandwidth of 30
Mbpsis supportedby thesystemassuminganevendistribution
of active displaysacrossthe clients.)With eachload, a total
of 100 requestsare issuedto the system.The utility shown
with the Economy model, see Table II, is the number of
satis�ed requests.A low system load results in a higher
numberof satis�ed requestswith all policieswhencompared
with a high load. This value is maximizedby increasingthe
numberof admitted requests,explaining why Instantaneous
modeoutperformstheDelayedmode.With theStandardutility
modelassigninga -1 to eachfailedadmittedrequest,Delayed
mode of operation becomessuperior to Instantaneous,see
TableIII. This holdstrueacrossall policies.Note thatSB and

PBarenodifferentthanAdmit-all in thiscase.This is re�ected
by thefact thata thresholdof -101(admitsall requests)is one
of thethresholdsthatmaximizesutility of SB andPB with the
Standardmodel.

With the Premium model assigninga -5 to each failed
admittedrequestsand a -0.1 to eachrejectedrequest,MAD
outperformsall other policies, see Table IV. Note that the
Delayed mode continues to improve an Admit-all policy.
Moreover, a policy that rejectsall requestsprovides a com-
parableutility to SC, SB, andPB.

TablesII, III, andIV show thesuperiorityof MAD with the
PremiumandStandardmodels.With thesemodels,a Delayed
mode of operationthat samplesavailable bandwidth for 15
secondsfurther enhancesall policies (including the naive
Admit-all policy). In the rest of this section,we analyzethe
characteristicsof MAD as a function of different thresholds
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Fig. 2. A comparisonof Instantaneous-MADwith an environment that
employs no admissioncontrol.Theenvironmentconsistsof 16 C2P2devices:
3 stationaryserversand13 mobile clients.

with mobile servers, InstantaneousversusDelayedmode of
operation,anddifferentloads(both numberof active displays
andbandwidthrequiredduring �	� ).

Figure4 shows the utility of MAD with alternative models
for both stationaryand mobile servers as a function of alter-
native threshold( ( ) settings.This �gure shows the following.
First, the utility of all the modelsimproveswhenservers are
mobile. Second,the utility of all models becomesa �x ed
constantwhen ( +

�

� . Third, the observed trends when
comparingthe Delayedmodewith the Instantaneousmodein
a mobile server environmentare similar to the discussionof
stationaryservers.We now describethe �rst two observations
in turn. (Seethe discussionof TablesII, III, and IV for an
explanationof the third observation.)To explain the �rst, note
that thereareno permanentdark regionswith mobile servers.
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3.c) Failed Admit

Fig. 3. Rejected( � ), successfullyadmitted( ��� ), andfailed admitted( ��� )
requestswith different numberof active displaysand 16 C2P2 devices: 3
stationaryservers,and13 mobile clients.

With permanentdark regions(stationaryservers),an actively
displayingclient might travel in one of theseregions where
no bandwidthis availablefor a sustainedperiodof time.Upon
exiting such an area, this client attemptsto download the
remainingportion of a clip at a higher rate. When this rate
exceeds10 Mbps(maximumnetwork bandwidth),this request
is discardedas a failed requestbecauseit is impossibleto
download the remainingportion of the clip in the remaining
time. With transientdark regions as is the casewith mobile
servers,the likelihoodof suchscenariosis minimized.

In Figure 4 (and Figure 5), MAD rejectsall requestswith
(-+

�

� . This causesthe Standardand Economymodels to
converge to zero, while the Premiummodel converges to -
10 becauseeach rejectedrequesthas a value of -0.1 (see
Table I) and thereare100 requests.This explains the second
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4.b) Delayed

Fig. 4. Analysis of Instantaneousand Delayed MAD with mobile and
stationaryservers.The environmentconsistsof 16 C2P2devices: 3 servers,
and 13 mobile clients. With mobile, servers and clients move at the same
speed.With stationary, serversareparked in roadstretches1, 6, and11.

observation.
Figure 5 comparesDelayed MAD with different system

loads.While Figure5.ashows two differentnumberof simul-
taneousdisplays(2 and 10), Figure 5.b shows two different
bandwidth requirementsduring �

� (4 and 8 Mbps). Both
�gures show a reducedutility for all modelswith a higher
systemload.Moreover, thethresholdthatmaximizestheutility
of a model changesfor a given systemload. For example,
the maximum utility with the Premium model is observed
at a different threshold;at -60 with 8 Mbps and -20 with 4
Mbps,SeeFigure5.b. This is alsoobservedwith theStandard
andEconomymodels.This againemphasizesthat for a given
utility model,eachpolicy hasan ideal threshold(

�

�

�

��� which
providesthe bestperformance.

IV. CONCL USI ONS AND FUTURE RESEARCH

DI RECTI ONS

The primary contribution of this paperis a mobility based
admissioncontrol policy (MAD) for delivery of continuous
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5.a) 4 Mbps Media Type
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Fig. 5. A comparisonof DelayedMAD ( � = 15 Sec)with different load
parametersand16 C2P2devices:3 mobile servers,and13 mobile clients.

mediain anad-hocnetwork of C2P2devices.Our experimen-
tal resultsdemonstratethe following. First, with continuous
media, an environment that employs admission control is
superior to one without admissioncontrol. Second,MAD
outperformstraditional admissioncontrol policies (for wired
networks) when the environment is penalizedfor failing to
service admitted requests.Third, with a delayedapproach,
underheavy load conditions,the performanceof all policies
including thenaive admit-allapproachimprovesconsiderably.

We arecurrentlyextendingthis studyin severalways.First,
we are developing techniquesthat enableour framework to
determinethe appropriatethresholdvalue ( ( ) for use with
MAD. Based on the experimental results of Section III-
D, thesetechniquesestimatesystemload and the expected
amountof work imposedby a displayto determine( . Second,
we areinvestigatingtheuseof a deadlinedrivendatadelivery
techniqueas an extensionof DSR to further maximize the
numberof admittedrequeststhataresatis�ed with MAD. The
discussionsof SectionIII assumedthedatais deliveredfrom a
server to a client at a rateof


���
����

���

�
� . With thedeadlinedriven



approach,eachblock is taggedwith a lifetime. This enablesa
server to pushdatato a clientata fasterratethan


���
 � �

���

� � when
thead-hocnetwork is idle. Moreover, deadlinesmightexpedite
deliveryof thoseblocksthatareneededmoreurgently. Finally,
we areinvestigatingthedesignandevaluationof a meta-policy
thatcombinesSC,SB,andPB with MAD. This policy assigns
a weightto eachcomponentin orderto considerbothavailable
bandwidthandmobility.
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APPENDIX

Beforewe move on to addressthe challengesof admission
control for multiple simultaneousdisplays,we �rst needto
understandthe basicdataplacementand delivery scheduling
strategies that areneededto provide satisfactoryperformance
even in a singledisplayscenario.This sectionfocuseson the
display of a single clip in a C2P2 network. It shows that
contentreplicationand block-level switchedretrieval of data
from proximateserversprovideslow-latency delivery of high
data-ratecontent.

The basicprinciple behindreplicationand block-switched
retrieval is as follows.

The clip is replicatedon � servers,and divided into iden-
ti�able segmentsknown as blocks (of size � ). The client is
assumedto be able to determinethe identity and location of
theseservers througha resourcediscovery protocol. (See[2]
for a descriptionof techniquesto identify nodeswith relevant
data in an unaddressablewired network.) When the retrieval
of a clip is initiated, the client requeststhe �rst block from
the nearestserver. As eachsuccessive block is retrieved, this
processis repeated,with the client always requestingthe
information from the nearestserver. Thereare thereforetwo
key parametersof interest:the block size � , and the number
of servers � .

Intuitively, as the numberof servers is increasedand the
block size is decreased,thereis a greaterdiversity of choices
(higher likelihood that at leastone server is always nearthe
client in the network) andgreateradaptationto mobility (due
to increasedfrequency of switching),enablinganimprovement
in the quality of continuousmedia retrieval. This requires
greater overheadas the frequency of switching increases.
However, this approachdependson theblocksizeandspeedof
the carswhich in turn determinesthe frequency of switching.
Notethatif themobility characteristicsof theenvironmentlead
to frequentchangesin theproximateserver whena decisionis
to be madeperblock thenthebene�ts of choosingtheclosest
server may becomelower the cost incurreddue to the added
overheadof extremelyfrequentswitches.In othercases,when
theproximateserver doesnot changeon a per block basisthe
bene�ts obtainedare substantialand exceedthe overheadin
the server selectionprocess.(Typically much lesseroverhead
is incurredin probing to �nd out if the currentserver is the
”closest” thanswitching to a new server, and if this switches
are not that frequentthen comparedto the duration of data
transferthis overheadalso becomesnegligible.) We validate
this throughsimulationresultsbut have ignoredthe switching
overhead.

Figure 6 shows sampleruns of datadelivery using block-
switched retrieval tested via ns-2 simulation of a 20-node
MANET with randomwaypointmobility.
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Fig. 6. Simulation results of packet arrival times for a sample
run involving block-basedstaggerednon-redundantretrieval from 8
servers for two different block sizes; maximum node velocity 30
meters/sec;delivery rate2 Mbps andplaybackrate4 Mbps.

Other simulation parametersare: areais 200x200m,link-
bandwidth is 10 Mega bits per second(Mbps), clip-display
time is 120 Seconds,and the underlying routing protocol is
Dynamic Source Routing (DSR) [8]. The vertical lines in
Figure 6.a representtimes when there is a server switch.
Thereare two sloping curves.The top one shows the packet
arrival times, with somesmall gapsthat correspondto path
breaksdue to mobility. The secondcurve is a line which
representsthe rate of data playbackas a function of time3.
For illustration, we have chosena playbackrate of 4 Mbps
in this �gure, while the delivery rate is 2 Mbps. The point
wheretheplaybacktime curve intersectsthex-axis represents

3We focus on clips with a ConstantBit Rate(CBR) display requirement.
Hiccup-free delivery of Variable Bit Rate (VBR) encodedclips can be
conceptualizedasa sequenceof CBR delivery schedules[15].
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Fig. 7. Startup latency and total bandwidth usage(in terms of
packets� hops)for hiccup-freedeliveryasa functionof thenumberof
serversfor low andhigh block sizes(max.velocity 30 m/s, delivery
andplaybackrate4 Mbps) for a single-clientscenario.

the minimum startup latency for hiccup-freedisplay. When
therearegreaternumbersof path failures,the startuplatency
deteriorates.Whena smallerblock size(suchas1KB) is used,
the client refreshesits server connectionfrequentlyand there
are fewer intra-block path failures in this scenarioand as a
result the correspondingstartuplatency canbe reduced4.

Figure 7 shows how the startuplatency and the total in-
network bandwidthusagevariesas a function of the number
of servers for differentblock sizes.

The �rst observation is that the startuplatency is reduced
signi�cantly as the number of servers (i.e. the degree of

4Naturally, choosinga smaller block-size also increasesthe number of
route setup messagesrequired by the underlying DSR protocol, but this
additionaloverheadis relatively insigni®cantcomparedto thelargebandwidth
applicationdata.



replication)is increased.We canseereductionsof morethan
20 times in somecases,by increasingthe numberof servers
from 1 to 12. Figure7 alsoshows that thestartuplatency can
be reducedby up to 12 times with a 1 KB block size when
comparedwith a 1 MB blocksize.Theseresultsshow anorder
of magnitudeQoSimprovementsin the startuplatency metric
and signi�cant reductionin bandwidthusagewith suf�cient
replicationandblock-switchedretrievals.

Having addressedthe strategies neededfor robust single-
display downloads,we now turn to the challengesinherent
in the downloadof multiple simultaneousdisplays.Given the
limited bandwidthof wireless channels,the high data-rates
for continuousmediadelivery, andthe dynamicsof the C2P2
MANET topology, intelligent admissioncontrol is a must.


